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概要
コンピュータネットワークのセキュリティを向上させるため
侵入検知システム及び侵入防止システムが研究開発されてい
る。セキュリティ上の脆弱性をついた攻撃は、防御態勢が整わ
ないうちに攻撃を仕掛けてくるため有効な対策をたてることが
困難である。そこで、新しいタイプの攻撃でも素早く検知して
防ぐことが求められている。本研究では、仮想機械（Virtual
Machine）を活用してゼロデイ攻撃等の新しいタイプの攻撃
に対応できる仕組みを提案し評価した。まず、サンドボック
ス（Sandbox）における挙動を専門家の手に解析をゆだねるの
ではなく、仮想機械上でダイナミック解析を行いその解析結果
を自動的に解釈し、マルウエアを検出する手法を提案し評価し
た。次に、ファイアウォールを仮想機械上に作成し日頃使用さ
れている動作環境の下で評価した。仮想機械を用いて実現した
ファイアウォールのオーバーヘッドについて、帯域幅、パケッ
トサイズ、
ＯＳを変えて評価した。適切なＣＰＵ数とメモリ容
量を確保すれば十分満足できる応答速度が達成できることを示
した。さらに、スマート端末のセキュリティ強化のために仮想
機械を用いる手法を提案し、中間者攻撃（Man in the Middle
Attack）を防ぐ手法について提案した。
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ABSTRACT

Access to the Internet has created many possibilities for users and
organizations. However, it also provided a medium for malicious attacks that range from violating the privacy of smart device users to
compromising critical servers. Aiming to mitigate these threats, we
make use of computer virtualization to improve certain security solutions to protect computer systems, servers and smart devices:
a. We rely on a sandbox with virtualization to process and detect
malicious non-executable files aimed at computer users (Chapter 3). We also include one solution, a file-level IDS, that can use
the proposed method (Chapter 4).
b. We include a feasibility study of virtual firewalls on desktop
computers (Chapter 5). The study can be extended to public
and private cloud systems.
c. We propose a design for an intrusion prevention system that
uses a dummy virtual server to process potential threats aimed
at a server (Chapter 6).
d. We use virtualization to setup a privacy-aware gateway that prevents the leaking of confidential information from smart phones
and devices (Chapter 7).
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学位論文の要旨
本研究の目的は、侵入検知システム (IDS) と侵入防止システ
ム（IPS) において、現在のセキュリティ・ソリューションが抱
える問題を改善するために、いくつかのアプローチについて研
究することである。
第 1 章は、序論である。現在のセキュリティ・ソリューショ
ンが抱える問題について概説する。たとえば、IDS では、ウイ
ルスを検出するために、主にウイルスに関するサイン・データ
ベース（signature database）を用いる。このため既知のウイ
ルスには対応できるが、今まで知られていなかった悪性ウイル
スには無防備である。本研究では、コンピュータ仮想化を用い
て、この問題を解決する。仮想化の以下の二点の特長について
着目する。一つは、仮想 OS を構築して、コピーして、復活さ
せることを簡単にする。もう一つの特長は、仮想化を用いなけ
れば観察可能でない BIOS レベル上で低レベルの活動をモニター
することを可能にする。これらの特徴により、
仮想化を用いると、
疑わしいファイルやパケットを発見し、処理することができる。
第２章においては、IDS の 2 つの主要構成要素、つまりデー
タ・ソースとアナライザーについて述べる。これら 2 つの主要
構成要素の構成法と内容によって IDS を、無線 IDS、ネットワー
ク振舞分析 IDS、ステートフル・プロトコル分析 IDS と分類し、
概説する。
第 ３ 章「Detecting malicious documents using automated
dynamic analysis」に お い て は、サ ン ド ボ ッ ク ス（Sandbox）
における挙動を専門家の手に解析をゆだねるのではなく、仮
想計算機上でダイナミック解析を行いその解析結果を自動的
に解釈し、マルウエアを検出する手法を提案する。具体的には、
サンドボックスで PDF ビューアの中に PDF ファイルを解読し
て、サポート・ベクトル・マシン（Support Vector Machine；
SVM) を用いた機械学習によりマルウエアを分類する。その結果、
99.49% の検出精度を得ている。この提案手法は、他のタイプの
悪意のある文書検出にも有効である。
第４章「File-level IDS」では、ネットワーク・トラフィッ
クを捕捉し計算機間で交換されるファイルを検査する IDS の基
本構成を提案する。このファイル・レベル IDS では、大規模な
計算機資源を必要とする複数のアンチ・ウィルス・エンジン及
び高度に自動化された例外発見システムを使用することができ
る。この提案手法により、悪意のあるファイルの発見率を上昇
させることができる。
第 5 章「Feasibility study of security virtual appliances for personal computing」では、仮想化によるオーバー
ヘッドを評価するため、セキュリティ仮想機器の実現可能性を

vii

と侵入防止システ
リューションが抱
ローチについて研

ィ・ソリューショ
、IDS では、ウイ
るサイン・データ
のため既知のウイ
かった悪性ウイル
ータ仮想化を用い
点の特長について
ピーして、復活さ
仮想化を用いなけ
の活動をモニター
仮想化を用いると、
することができる。
要素、つまりデー
れら 2 つの主要
IDS、ネットワー
析 IDS と分類し、

using automated
ク ス（Sandbox）
のではなく、仮
析結果を自動的
する。具体的には、
ファイルを解読し
ector Machine；
類する。その結果、
は、他のタイプの

ーク・トラフィッ
査する IDS の基
では、大規模な
ルス・エンジン及
用することができ
ルの発見率を上昇

virtual appliによるオーバー
器の実現可能性を

調査する。仮想化されたファイアウォールを用いた場合につい
て、さまざまの動作環境でデータ伝送速度および処理時間を評
価する。その結果、十分な伝送速度が確保できること及び利用
者あたり十分な接続収容数が設定できることを示している。仮
想化技法を用いたセキュリティ強化策は、現在市販されている
ハードウエア機器を用いても十分実現可能であることを確認し
ている。
第 6 章「Preventing attacks in real-time through the
use of a dummy server」では、ゼロデイ攻撃からサーバーを
保護する IPS を提案する。ゼロデイ攻撃は、今まで知られてい
なかったソフトウェアの脆弱さを突いたサーバーへの攻撃であ
る。したがって、既知の攻撃のサイン・データベースに頼るこ
とは難しい。仮想化手法によりダミーサーバーを作成すること
を提案する。入力パケットは最初にダミーサーバーに届けられ
る。そして、ダミーサーバーが安全であることを確認した場合
のみ、
保護されたサーバーに届けられる。入力パケットの検査は、
仮想マシン自己省察（Virtual Machine Introspection:VMI) を
使う。
第 7 章「Privacy-aware gateway to prevent privacy leaks
from smart devices」では、スマート端末のセキュリティ強化
のために仮想機械を用いる手法を提案し、中間者攻撃（Man in
the Middle Attack）を防ぐ手法について提案する。高性能な
スマート端末は、利用者を特定できるいろいろな識別子を有し
ており、これらの貴重な情報の漏洩が懸念される。アプリケー
ション・ベンダーは、利用者の行動、嗜好等に関するデータを
調査、編集することができる。本研究では、プライバシーに配
慮したゲートウエイを作成し、そのようなユニークな識別子を
含んでいるパケットの流出を防ぐことを提案する。プロトタイ
プを作成して、いろいろなアプリケーションを実行し、その有
用性を確認している。
第 8 章においては、本研究で得られた結果をまとめるととも
に残された問題、今後の研究の方向、応用の可能性等について
述べる。本研究の結果を列挙する。サーバーとコンピュータシ
ステムの安全性を改善するため、いくつかの解決策を提案し、
実行する。コンピュータ仮想化がシステムの安全性改善に貢献
できることを示す。セキュリティ仮想機器の性能がそれらの対
応するハードウェア機器に相当することを示す。仮想計算機で
悪意のある文書を解読するためにサンドボックスを使って、そ
の結果を分析することによって、検出精度が高いことを示す。
仮想化が悪意のあるパケットを検出するために有用であると提
唱する。手短に言えば、
仮想化には、セキュリティ・ソリューショ
ンを作成し改善する高い可能性がある。つまり、仮想化技法を
用いると複雑な情報システムにおいてもセキュリティ強化が可
能である。
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D I S S E R TAT I O N S U M M A R Y

The aim of this dissertation is to research the different approaches
that help improve current security solutions, in particular Intrusion
Detection Systems (IDS) and Intrusion Prevention Systems (IPS).
Chapter 1 provides an introduction related to current security challenges. In particular, a security solution usually relies on a signature database. For example, an antivirus solution relies mainly on
a virus signature database to detect viruses. An IDS relies heavily on
a database of known attacks. The problem is how to detect previously
unknown malicious code. Computer virtualization can contribute to
solve this problem. In particular, virtualization makes it easy to create,
copy and restore a virtual OS. Another feature is that virtualization
makes it possible to monitor low-level activities on the BIOS level
that would not be observable otherwise. This makes virtualization
very useful to process both suspicious files and packets.
Chapter 2 discusses the main components of an IDS according to
RFC 4766. Moreover, it presents IDS classifications according to two
components, the data source and the analyzer. We also discuss the
classification of wireless IDS, network behavior analysis based IDS
and stateful protocol analysis based IDS.
Chapter 3 introduces our solution to detect malicious documents
using a dynamic analysis system. We aimed to be able to detect malicious documents without the limitations of anti-virus solutions that
require regular updates and usually cannot detect previously unseen
malicious code. Therefore, we used virtualization along with Support Vector Machines (SVM), a machine learning classifier. The implemented solution opens the PDF file inside a PDF viewer in a virtual
machine (VM) controlled by a sandbox and then analyzes the sandbox report using SVM. We achieved a 99.49% prediction accuracy. We
conclude that this solution is feasible and this approach can be used
to detect other types of malicious documents as well.
Chapter 4 presents our solution to scan files exchanged between the
different local computers. We implemented a basic IDS that captures
network traffic to monitor the files being transferred to and from local
systems. Unlike local anti-virus clients which are limited to one antivirus vendor’s engine, this file-level IDS can use multiple anti-virus
engines and even more sophisticated automated anomaly detection
systems that require large computing resources. This solution would
help increase detection rate of malicious files accessed or sent by local
systems.
Chapter 5 studies the feasibility of security virtual appliances from
the performance point of view. One such example is a firewall setup
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in a VM. It can improve the security of its host, but it might suffer
from virtualization performance overhead. We measured the bandwidth and latency and found the performance to be comparable to
hardware counterparts. We concluded that this solution is feasible.
Chapter 6 proposes an IPS to protect against zero-day exploits.
Zero-day exploits are attacks against servers using previously unknown software vulnerabilities; therefore, they are difficult to detect
by relying on a signature database of known attacks. We propose creating a virtual server that mirrors the server that we want to protect.
Each incoming packet would be delivered to the virtual server first,
and only after ensuring that the virtual server is not compromised, it
is to be delivered to the protected server. Testing the incoming packets can be achieved using Virtual Machine Introspection (VMI) for
example. The proposed solution would provide protection against
zero-day exploits.
Chapter 7 implements a prototype of our proposed solution to protect the privacy of smart device users. Smart device applications can
leak various identifiers that can uniquely identify the user. Consequently, application vendors can track and compile data about user
behavior. We propose using a modified gateway that can intercept
packets containing such unique identifiers and remove any unique
identifiers. We implemented a working prototype and obtained successful results with various applications. This solution can improve
users’ privacy without consuming the limited computing resources
of the smart devices.
Chapter 8 summarizes our conclusion. In this research, we proposed and implemented solutions to help improve the security of
both servers and computer systems. This research shows that computer virtualization can contribute to improving the security of systems. We showed that the performance of security virtual appliances
is comparable to their hardware counterparts. By using a sandbox
to open malicious documents in a VM and analyzing the sandbox
reports, we showed that the detection accuracy is high. We also proposed that virtualization can be used to detect malicious packets. In
brief, virtualization has a high potential to create or improve security
solutions.
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INTRODUCTION

The aim of this introduction is to make several arguments that the
threat against information systems is real and grave. In Section 1.1,
we introduce some of the new threats due to the adopted digital workflow of data. Next, we focus on the motives of attackers in Section 1.2.
Although there is no perfect solution to these threats, in Section 1.3,
we focus on some of the current security challenges and discuss certain attempts to manage the different threats and hopefully provide
some solutions. Finally in Section 1.4, we present the outline of this
dissertation.
1.1

digital age

Information systems and networks have become a part of our daily
lives. Many people rely on the Internet for everything from work
to shopping and entertainment. E-mail and Virtual Private Network
(VPN) systems have become the standard for corporate communications, while Internet Protocol (IP) telephony is also gaining momentum. Shopping for music and books, whether as a hard copy or in digital format, is increasingly done via the Internet. Some companies are
even pushing online shopping to include household groceries. The
entertainment industry is also making use of the Internet infrastructure to offer movies and games. Social networks and video chatting
software are replacing real social gatherings for many. E-banking is
covering most of the client’s needs for monetary transactions without
the need to leave her computer.
Digitizing the information and the work-flow of data has changed
the threat model.
• Accessing the information no longer requires physical access.
Instead, it is enough that the information is hosted on a computer connected to the Internet with suitable software configured.
• More information is located in one place. For example, it is common to have an e-mail archive that spans several years on one
computer.
• Any type of data has become of value to different entities. There
are industries now specializing in data mining tracking users’
activities on the Internet, while some sites are even considering
watching the mouse movement of the user [96].
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• The data can be attacked at different points: while stored on
server, while being transmitted on network and while accessed
on a computer or a smart device.
Our reliance on information systems has grown so much to an
extent that it is difficult to imagine our daily lives without it. Consequently, attackers have an increasing incentive to target these systems. The attackers range widely from “script kiddies1 ” to government agencies, depending on the data being targeted. The target of
the attackers includes data theft and data corruption among other
malicious intents.
The security threats against the used systems are increasing in parallel with their utilization. Although most system designers take security into consideration; it is rarely the top priority. Instead, usability
is the top priority in the design of most systems, even when security
design measures have to be compromised.
Information security is a managed problem, rather than a problem
with one complete solution. The different so-called security solutions
aim mainly to increase the protection against specific kinds of threats.
In his book Secrets and Lies, Bruce Schneier, a cryptographer and
security technologist, writes, “Security is a chain; it’s only as secure as
the weakest link.” The weakest link can be the software, the hardware
or the user. Attackers would eventually find and exploit the weakest
link.
Part of the solution lies in raising user awareness. For instance,
many smart device users are not fully aware when some applications
on their devices can track their location. Moreover, many users don’t
care if an application is actively tracking their activities and location.
It seems that the application needs to do serious financial damage for
many users to pay attention. For example, something as serious as
sending SMS messages to premium-rate numbers or stealing credit
card information would alert the user to the problem of malware on
his smart device.
Another part of the solution related to users would be through
willingness to sacrifice and follow “troublesome” steps to ensure security. Some users avoid installing an anti-virus program because it
slows down their computer or because they don’t want to renew the
license, and so on. Unfortunately, such approach to security makes
the users an easy target for different malware authors.
On the other hand, there is a constant push to move to the “cloud”
all our data, applications and servers. Instead of buying movies on
DVD or Blu-ray, several companies are encouraging buying the movie
through a cloud-based system, where it will be available for the user
to watch over the Internet without enough access to lend it or resell it.
Cloud-based applications are made available for the users to rent and
1 Script kiddies refers to attackers with shallow technical knowledge who use readily
available tools without knowledge of the underlying details.
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pay per hour or month depending on their usage. As companies move
their servers to the cloud, they have to give up part of the physical
control they had and rely on the cloud provider for that. The “cloud”
has many advantages, but a question is raised, how much users have
control over their own data and servers.
In this dissertation, we propose different solutions that help improve the security of desktop computers2 and servers3 and the privacy of smart devices4 . We relied repetitively on computer virtualization in most of the proposed solutions.
1.2

attackers’ motives

The motives of the dominant sector of attackers has been evolving
from cyber5 -vandals in the 1990’s, to cyber-criminals in 2000’s, and
cyber-warriors and cyber-terrorists in this decade [62].
Cyber-vandals are satisfied to deface a web-server, while cybercriminals are motivated by financial gain, but cyber-warriors target
computer-controlled plants and industrial systems. Consequently, more
efficient approaches are needed to handle the emerging information
security threats with graver consequences.
1.2.1 Cyber-Vandalism
Cyber-vandalism is wilfully causing damage to an online server or
service. Defacing a website or launching a Denial of Service (DoS) or
Distributed Denial of Service (DDoS) attack against a server are both
common examples. A DoS attack aims to overload or crash a server in
order to deny legitimate users from accessing it. For example, overloading a server can be done by flooding the server with bogus requests emulating a large number of real connections. DDoS differs
from DoS in the fact that it is carried out by many attackers or many
computers simultaneously, as in a botnet.
1.2.2 Hacktivism
Hacktivism is the intersection of hacking and activism. In other words,
hacktivism aims to support a cause or promote an agenda. For this
purpose, hacktivism utilizes hacking attacks, such as defacing a related website, launching a DDoS attack against a target server, and
other actions that aim to disrupt normal activity. Generally speaking,
the methods employed by hacktivism are illegal according to most
2
3
4
5

Mainly in Chapters3, 4 and 5
Especially in Chapter 6, but also in Chapters 4 and 5
In Chapter 7
Oxford English dictionary defines cyber as “of, relating to, or characteristic of the
culture of computers, information technology, and virtual reality.” [1]
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modern laws. This is in contrast with online or cyber-activism where
the utilized methods for activism are within the limits of most laws
and include various activities such as information dissemination, coordination, lobbying and fund raising [31].
1.2.3 Cybercrime
Cyber-criminals are adapting to make use of the available technologies for illegal profit. Ransomware is one example; the malware encrypts the hard disk, for instance, and requests the victim to pay in
order to be able to access his data again [24].
Selling botnet software and hiring botnets is another example. A
botnet is a group of infected computers that are controlled usually
by a command and control server. The botnet master can use the
botnet for various activities such as sending spam or launching a
DDoS attack [24].
Based on previous patterns, cybercrime will continue to increase
and attackers will try to find new attack vectors in any recent technology, such as HTML5 [23].
1.2.4 Cyber-Espionage
Espionage operations are now conducted in the cyber-dimension. It is
important to point out that cyber-espionage only aims to gain access
to private data with minimal disruption of the function of target systems. There are many ongoing cyber-espionage operations between
the different countries who own such capabilities.
The targets of espionage operations includes not only high-profile
persons, such as diplomats [69], but also a wide range of Internet
users indiscriminately [50, 51]. Moreover, espionage operations are
also targeting high-profile companies and organizations to steal data
ranging from military research, such as weapons systems designs [79],
to corporate data and even newspapers’ email communications [87].
We can conclude that cyber-espionage is currently being conducted
between countries. Moreover, there are already several reports confirming the existence of government endorsed groups specializing in
cyber-warfare [70].
Alternatively the government might target its own citizens. FinFisher6 is an example of a commercial surveillance suite offered to
governments to conduct cyber-espionage against their citizens. Locations of FinFisher command and control servers have been found in
various countries; the list shows that it is being used not only by oppressive regimes but also by established democracies. Marquis-Boire
et al. offer a detailed study of the operation of this commercial surveil6 http://www.finfisher.com/
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lance suite analyzing its use by some oppressive regimes as an example [72].
Although espionage operations remain usually unpublished, based
on what we know so far, we expect that in the coming years capable
countries will continue to conduct cyber-espionage, while other countries will work hard to acquire this capability.
1.2.5 Cyber-Warfare
It is accurate to state that cyber-warfare has started between countries that don’t share the same political agenda. In the past couple
of years, several malware programs have been discovered that can be
categorized as cyber-weapons.
The discovery of Stuxnet [40] was followed by several others, such
as Duqu [39], Flame [41] and Gauss [42]. These malware programs
share one thing in common: they all target specific countries7 .
Recent reports indicate that many companies —such as hardware
and software makers, Internet security providers and satellite telecommunications companies— participate in US government programs
by providing inside information. For instance, Microsoft Corporation
provides information to intelligence agencies about their software vulnerabilities before they release a patch [93]. Such inside information
has a great potential value in cyber-warfare. It offers these agencies a
chance to use such zero-day exploit information to gain access to their
target systems. The same applies to the products of all participating
vendors.
Whilst it is usually not possible to know for sure which attack is
launched by which country, it is logical to say that this decade is
observing the dawn of cyber-war. More countries will seek to develop
its cyber-defense and cyber-offense capabilities as is already being
observed in the published reports.
It is worth mentioning that in the past decade a new word is being
used: cyber-terrorism. It seems that the boundaries between cyberterrorism and cyber-warfare are fuzzy, and the two words are used
interchangeably by several politicians.
1.3

security challenges

Information system security remains one of the challenges facing network designers and software engineers. “The only truly secure system is one that is powered off, cast in a block of concrete and sealed
in a lead-lined room with armed guards.” once said Gene Spafford, a
computer science professor. This conveys the nature of computer security; moreover, security challenges multiply as computers systems
7 At the time of writing, it is confirmed that at least Stuxnet has been developed by
US and Israel to target Iranian nuclear facilities [100].
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are connected to the Internet. As a matter of fact, being connected to
the Internet provides new attack windows for the adversaries who
are constantly developing their attack techniques and would rely on
both known attacks and new ones.
Old attacks eventually end up in Intrusion Detection System (IDS)
and Intrusion Prevention System (IPS) attack signature database and
this allows them efficient attack detection and prevention. The challenge remains in previously unknown attacks, where there are no
complete methods to detect them. The question might be phrased as
how to detect previously unknown attacks or malicious codes.
These attacks can be against users, conducted through malicious
websites and e-mail attachments. Furthermore, it can be against servers,
where an attacker needs to exchange few packets to exploit a software vulnerability, assuming that the target server uses vulnerable
software. Once a software vulnerability is known to the software vendor, a patch can be released. However, a software vulnerability unknown to the software vendor can be used to create a “zero-day exploit” which can be used against many systems using the vulnerable
software. Software “exploit” mainly refers to a piece of code that can
take advantage of a software vulnerability in order to cause a behavior, unintended by the software vendor, such as the attacker gaining
control over the target system. Combating zero-day exploits is still a
research in progress that attracts both academic researchers and commercial companies. We propose one solution to target this problem
in Chapter 6.
The security challenges are not restricted to systems but also extend
to user awareness of the attackers’ techniques. For instance, several
reports indicate that many users would open an attachment with a
deceptive file name, such as meeting.pdf.exe especially if it appears
to be sent from a superior or a known colleague. Many attacks against
email users are achieved by deceptive renaming of attached malicious
files and spoofing of the sender’s name and e-mail. For such type of
attacks, training of the users is an efficient approach to improve the
security of the organization or company.
However, the attackers might go a step further. They might use a
malicious document that relies on a zero-day exploit. For instance,
it can be through malicious Portable Document Format (PDF) or MS
Office documents and the attachment can have a benign file name
such as meeting.pdf or meeting.doc. In this case, it is not possible to
judge the attached file based only on its file type, but an anti-virus
is necessary. Unfortunately, attackers who have access to zero-day
exploits are expected to have the capacity to use embedded malicious
code that can avoid anti-virus detection. We propose one solution to
detect malicious documents using PDF as an example in Chapter 3.
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The outline of this dissertation is as follows. After this introductory
chapter, we survey current IDS and IPS types and technologies in
Chapter 2. Although some chapters might fall under more than one
part, the rest of the dissertation is divided into three parts:
1. Protecting Desktop Computers
2. Protecting Servers
3. Protecting Privacy on Smart Devices
1.4.1 Protecting Desktop Computers
In Chapter 3, we propose an approach to detect non-executable files
by automatically analyzing sandbox reports. In our chosen implementation, a sandbox controls a set of virtual machines to process submitted documents. Consequently it generates a report that lists all the
observed activities due to opening this document. Machine learning
is used to analyze the report and predict whether the file is malicious.
This approach aims to protect client computers from non-executable
files.
One approach to use the idea proposed in Chapter 3 can be through
implementing a file-level IDS, which is presented in Chapter 4. Unlike
IDS solutions which focus on packet level inspection, the proposed
file-level IDS inspects passing traffic at the file-level. For this purpose,
it reassembles the passing files and submits them to a malware detection engine such as a common anti-virus engine or an anomaly-based
detection system such as the system presented in Chapter 3. This solution aims essentially at protecting internal networks and this includes
both computers and servers.
We study the feasibility of deploying a firewall virtual appliance,
or simply virtual firewall, on a personal computer in Chapter 5. In
this study, the virtual firewall refers to a virtual machine/appliance
setup with firewall software and run on a computer with hosted virtualization. The feasibility of this approach via hosted virtualization
indicates that bare-metal virtualization should perform even higher,
such as in cloud hosted appliances. Hence, this chapter might as well
fall under the next part, Protecting Servers (1.4.2).
1.4.2 Protecting Servers
Zero-day exploits is one of the most serious threats facing Internet
users and system administrators. A zero-day exploit is a term used
to refer to a piece of code that takes advantage of, i.e. exploits, a previously unknown vulnerability in deployed software, consequently
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attack signature database-based IPS can neither detect it nor prevent
it. In Chapter 6, we attempt to provide a solution to this problem by
proposing a real-time exploit detection system, which uses a “dummy
server” to test incoming packets before delivering them to the “real”
protected server. This approach should make it possible to prevent
zero-day exploits, as any malicious packet would be first processed
and detected on the dummy server and consequently blocked from
reaching the protected server. This solution aims to protect critical
servers.
1.4.3 Protecting Privacy on Smart Devices
Confidential data is no longer limited to servers and computers but
has extended to include smart devices that mainly include smart
phones and tablets8 . Consequently many applications use different
smart device features to track their users. In particular, such applications uniquely identify each device. In Chapter 7, we propose deploying a privacy-aware gateway that can efficiently prevent leaks of private and uniquely identifying information from smart devices without the need to make any modifications to the devices themselves.
Finally, we write our conclusion in Chapter 8. For convenience, we
discuss PDF file format in Appendix A. A graphical representation of
the chapter organization is shown in Figure 1.

8 At the time of writing, it is clear that smart watches are becoming increasingly popular, while “smart” glasses are being developed by more than one vendor.
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Figure 1: Organization of this dissertation
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INTRUSION DETECTION AND PREVENTION
SYSTEMS

2.1

introduction

is a system that aims to detect system intrusions either online as
they are occurring or offline after they occur. The intrusions are usually carried out by rival entities, malicious users, disgruntled employees, certain types of computer worms, etc. The intruder aims to use
the systems for his purposes, whether by stealing confidential data,
disrupting the normal function of the system, or using the penetrated
system to launch further attacks.
The IDS is only one component of the security solution to protect
a network; other components include firewalls and host protection
solutions. A firewall is similar to the guard standing at the entrance
of a building and deciding whether a visitor can enter (and/or can
leave) based on certain criteria, such as the name. An IDS is similar
to the security guard sitting in a separate room watching the security
Closed-Circuit Television (CCTV) on his screen. However, it is clear
that the security guard watching the CCTV footage can spot a criminal
activity —if he is paying good attention— but alone he cannot stop
a crime unless he seeks the help of another guard. Similarly, an IDS
can detect an intrusion but can neither prevent it nor stop it, unless it
can communicate with and control a firewall or a router. One way to
describe an IPS is as the successful integration of an IDS and a firewall
or router.
We continue this chapter by recounting the history of the IDS in Section 2.2. We explain the basic IDS components in Section 2.3. We survey the different approaches to classify IDS systems in Section 2.4 and
propose how to fit commercial solutions according to them. Next, we
discuss the IDS challenges in Section 2.5 and we discuss potential solutions achieved by anomaly-based IDS and IPS in Sections 2.6 and 2.7
respectively. Finally we write our conclusion in Section 2.8.
IDS

2.2

history of ids

The early beginning of intrusion detection started in the late 1970’s
and early 1980’s when administrators had to print audit logs on fanfolded paper and manually search through them [65]. Of course, this
approach is not sustainable and as computing processing power increased, researchers sought to create an automated IDS solution.
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Innella wrote an in-depth article tracking the evolution of IDS [55].
Ashoor and Gore also discussed the history and evolution of IDS systems in their paper [9]. Just like the Internet, the driving force behind
IDS was originally militaristic: defense in this case.
Anderson’s report for the US government in 1980 [8] might be the
starting point of IDS research. Not long after that, Denning and Neuman started researching intrusion detection at SRI International1 in
1983 as part of work on a government project. They published a report
providing a model for an Intrusion Detection Expert System (IDES) after a couple of years [32, 30].
Another player, Lawrence Livermore National Laboratory2 , whose
one of its missions is to “enhance the [US] nation’s defense” started
the Haystack project in 1988. Eventually Haystack Project created a
commercial company, Haystack Labs, and released Stalker in 1989.
More organizations and companies continued to join the efforts to
develop an intrusion detection system as part of their work for the
US government.
2.3

ids components

There are several approaches to describing the basic IDS components.
Intrusion Detection Working Group (IDWG) considers a general IDS to
be made up of three or more main components [122]:
sensor This is the IDS component that collects the relevant data
from some data source.
analyzer This component processes the data collected by the IDS
sensor(s) for signs of malicious or undesired activities.
manager This is the IDS component that the operator uses to manage the various other components.
A generalized design is shown in Figure 2. The sensor monitors
the activities from the data source and sends them as events to the
analyzer. The analyzer checks whether an event is malicious or unauthorized. If it decides that an event violates the setup security policy,
it will send a notification to the operator. The operator usually manually reviews the notifications and decides upon them.
Many IDS solutions can be configured to communicate with a firewall, i.e. issue a series of commands to the firewall to block any connection deemed in violation of the security policy. In this case, we can
think of the manager not issuing a notification, but rather initiating a
“response” hence an intrusion prevention system is achieved.

1 http://www.sri.com/
2 http://www.llnl.gov/
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Figure 2: IDS general design according to RFC 4766

2.3.1 Commercial IDS Components
There are alternative approaches to what constitutes the components
of an IDS.
Based on reports by National Institute of Standards and Technology (NIST) and Information Assurance Technology Analysis Center
(IATAC), the components of intrusion detection and prevention systems are [101, 123]:
sensor or agent Network Intrusion Detection System (NIDS) sensors or Host-based Intrusion Detection System (HIDS) agents
monitor and possibly analyze certain activities and transmit the
data to the management server.
management server The management server provides a centralized point to receive and collect the data from all the sensors
and agents. Through access to messages from many sensors,
the management server can correlate and analyze the logged
events in order to detect attacks that wouldn’t have been detectable without correlation.
database server The database server provides the repository for
saving all the event information from the sensors, agents and
management servers.
console The console provides the interface for a human operator to
administer the intrusion detection and prevention system. The
console allows the operator to monitor, update and configure
the different components.
These four components correspond to the names used by IDS and
IPS providers.
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ids classification

We can classify the IDS by the data source, analyzer type, etc.
2.4.1 IDS Classification by Data Source
Classifying by the data source yields the following:
host-based ids HIDS monitors the OS activity. The host-based IDS
relies on various data from the host such as system logs, running processes and programs, system calls, files checksum, library calls, etc. The IDS will send the collected data to the analyzer to decide whether an intrusion has taken place.
network-based ids NIDS monitors network traffic. The networkbased IDS usually functions by putting a network card in promiscuous mode in order to capture (sniff) all the passing network
packets. In the next step, the analyzer needs to inspect captured
network packets to decide whether an intrusion is occurring.
hybrid ids This type of IDS monitors both host-related activities
and network traffic to detect intrusions.
Based on the commercially available products, NIST and IATAC categorize intrusion detection and prevention systems into four types
according to the used technology [101, 123]:
1. Host-based
2. Network-based
3. Wireless
4. Network Behavior Analysis (NBA) [101] / Network Behavior
Anomaly Detection [123]
They are described as follows [101]:
network behavior analysis based ids The NBA approach relies on comparing the traffic patterns with what’s conceived as
normal. For instance, a port scan requires the client to send a
small number of packets to each port, which is inherently different from normal activity. Another example that NBA can detect
is traffic to previously unused ports or traffic between hosts that
normally don’t communicate.
wireless ids Wireless IDS monitors the wireless network to detect
policy violations, such as rogue access points and unauthorized
clients. Wireless IDS usually scans the wireless channels to detect any unauthorized Wireless Access Point (WAP); moreover,
it can watch the Media Access Control (MAC) address of the
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Wireless Network Interface Controller (WNIC) of the connecting
devices to detect unauthorized or new ones.
From academic research point of view, we argue that both NBAbased IDS and wireless IDS are classes of NIDS. NBA-based IDS relies on
monitoring network traffic for certain abnormal patterns; therefore, it
is anomaly-based NIDS. On the other hand, wireless IDS is basically
NIDS for wireless networks. We summarize the types in Figure 3.

Figure 3: IDS classification by data source: The three main types are networkbased, host-based and hybrid which uses both network-based and
host-based techniques. In our classification, wireless and network
behavior analysis are two types that fall under network-based IDS.

Similarly, a host-based IDS can be classified into:
program-level ids It uses information available at a program level.
os-level ids It uses information available at the OS level.
vmm-level ids This one uses information available at the Virtual
Machine Monitor (VMM) level. This type of IDS is only possible
when using computer virtualization.
2.4.2 IDS Classification by Analyzer
Based on the functionality of the analyzer, we can consider two types
of IDS:
signature-based ids This type of IDS detects attacks by comparing them to its signature database of known attacks. Signaturebased IDS builds on what’s malicious and proceeds to allow benign traffic. In other words, it uses signatures (or rules) in order
to detect malicious traffic; everything that is not covered in the
attack signature database set does not trigger an alarm, hence,
it is assumed to be normal. Some literature refers to this type as
Knowledge-based IDS.
Signature-based IDS can be very efficient in detecting attacks
that are in its database set. However, it fails to detect any recent attack that is not listed in its attack signature database set.
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Although the database set is updated regularly to include any
newly discovered and publicized attacks, it fails to cover any
discovered but unpublished attacks or zero-day exploits till the
attack signature database is updated.
One encouraging approach to cope with new unseen attacks is
by using technologies that do not rely on the known attacks,
but rather on the known normal behavior. By learning the normal behavior, the system can detect both known and unknown
attacks. In order to achieve this, research literature is experimenting with different machine learning techniques.
anomaly-based ids This type of IDS detects attacks by using some
kind of anomaly-detection algorithms, pattern recognition, data
mining, etc. Anomaly detection IDS builds on what’s benign traffic and tries to detect malicious traffic. It usually relies on machine learning or similar techniques in order to learn what’s
normal. Everything that does not fall under normal would consequently trigger an alarm. Some literature refers to this type as
Behavior-based IDS.
hybrid ids This type of IDS makes use of both signature-based and
anomaly-based detection engines.
Furthermore, NIST and IATAC classify the “detection methodologies”
into three [101, 123]:
1. Signature-based Detection
2. Anomaly-based Detection
3. Stateful Protocol Analysis [101] / Inspection [123]
Stateful protocol analysis relies on vendor-developed profiles for
the different utilized protocols in order to detect abnormal patterns.
Reference [101] explains that this is unlike anomaly-detection which
uses profiles specific for certain hosts or networks, stateful protocol
analysis is based on universal profiles developed by the vendor. We
argue that stateful protocol analysis is consequently only a particular type of anomaly-based detection. The IDS types according to the
analyzer are shown in Figure 4.
2.4.3 Extended IDS Classification
There have been many approaches to classify IDS systems. Some examples can be found in [99] and [102].
In their survey of IDS research, Sabahi and Movaghar provide taxonomy of IDS based the components and approaches used, in particular [97]:
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Figure 4: IDS classification by analyzer: The three main types are signaturebased and anomaly-based detection engines, in addition to hybrid
engines which uses a mixture of anomaly and signature-based detection. In our classification, stateful protocol analysis falls under
anomaly-based detection.

• Data source: An IDS can be host-based, network-based, hybrid,
network behavior analysis based or wireless.
• Processing: The method of analysis can be based on signature
detection, anomaly detection or stateful protocol analysis.
• Time of detection: The IDS can work on-line or off-line. Prevention activities require that it be on-line.
• Environment: The network can be wired, wireless or conjugation.
• Architecture: An IDS can be centralized, distributed, hybrid or
component.
• Reaction: The reaction of an IDS can be either active or passive.
Intrusion prevention requires an active response.
• Alert: An IDS can be configured to send an alert with or without
a countermeasure.
2.5

ids challenges

The IDS faces two challenges:
1. Detecting New Attacks: It is vital for the security system to be
able to identify new attacks that have not been encountered before. This can be achieved by shifting from signature-based to
anomaly-based as discussed in Section 2.6.
2. Prevention: An IDS can detect an attack but it cannot stop it. It is
important to consider the need to prevent or interrupt an attack
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instead of monitoring passively. One possibility is via an IPS as
discussed in Section 2.7.
2.5.1 Detection Accuracy
An IDS would classify an activity either as benign or malicious. False
positives refer to the case where the activity is innocuous but is classified as malicious. False negatives refer to the case where the activity
is malicious but is classified as innocuous. A visual representation of
the options is shown in Figure 5. On one hand it is important to decrease the number of false positives in order for the IDS alerts to be
taken seriously by the operators. On the other hand, it is critical to
thrive to eliminate any false negatives in order to ensure the security
of the protected system.

Figure 5: Visual representation of correct and incorrect detection types:
False negatives followed by false positives are most important in
evaluating an IDS or IPS solution.

2.6

anomaly-based nids genres

Gracía-Teodoro et al. classifies anomaly-based NIDS in three categories [48]:
1. Statistical-based
2. Knowledge-based
3. Machine learning-based, which is categorized into:
a) Bayesian networks
b) Markov models
c) Neural networks
d) Fuzzy logic techniques
e) Genetic algorithms
f) Clustering and outlier detection
A graphical representation of this classification is shown in Figure 6.

2.7 intrusion prevention systems

Figure 6: Anomal-based NIDS Classification according to Gracía-Teodoro et
al. [48]

2.7

intrusion prevention systems

Guimaraes and Murray provide a basic overview of an IDS and IPS
along with the difference and the challenges in their paper [53].
Fuchsberger defines two classes of IPS [46]:
rate-based ips This IPS monitors several network rates, such as
rate of Transmission Control Protocol (TCP) connect, error rate,
etc. in order to detect whether an abnormal activity is taking
place. If any rate exceeds what is deemed normal, the IPS will
take predefined countermeasures, such block the IP address of
the violating source. It remains challenging to draw the line
between what rate is considered normal and what’s not.
content-based ips This IPS checks the contents of the network
packets and compares them against known attack signatures
and protocol anomalies.
Li and Peng discuss two methods of combining an IDS with a firewall: integrated approach and linkage method. They propose a model
structure and a workflow for the suggest linkage. In particular, they
suggest implementing several modules whose function range from
packet capture to rule matching and response [67].
Sourour, Adel and Tarek outline their design and implementation
that makes use of collaboration between different security devices.
In particular, they propose collaboration between a honeypot and a
firewall as well as collaboration between a honeypot and an IPS. By
creating a collaboration between an IPS and a honeypot, they establish what they label as “Self-correcting IPS.” The implementation of
their integrated security solution leads to positive results in terms of
detection rate and speed [105].
Rikhtechi and Roozbahani suggested making use of the new cloud
platforms, such as Windows Azure 3 in order to allow the connection
3 http://www.windowsazure.com/
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and collaboration and mobility of the different security devices [92].
In other words, they suggest the use of a technique similar to Mobile
Agent Intrusion Detection System (MA-IDS) [83]. They propose that a
hosted server will be protected by one or more security devices that
share its knowledge base with the security device(s) protecting other
systems.
A summary of the advantages of the different IDS types is shown
in Table 1.
2.7.1 IPS Challenges
Besides the challenges faced by any IDS, the IPS faces two addition
challenges:
1. False positive rate: In an IDS, a false positive creates extra work
for the IDS administrator; however, a false positive in an IPS leads
to denying a legitimate client from using a service.
2. Real-time monitoring: Although it is preferred, an IDS does not
need to analyze traffic in real-time; delay is acceptable. An IPS
needs to be able to process the traffic in real time, otherwise it
will either fail to prevent an attack or add an additional delay
on the passing packets.
2.7.2 Accuracy
Although the idea sounds simple, there are many practical challenges.
In particular, the false positives are usually too high to allow the system to automatically act on them. If it acts on all the false positives,
many eligible users will be denied access. Consequently, the decision
whether to tolerate blocking eligible users depends on the particular
network: which is more damaging allowing an unauthorized user or
denying an authorized user.
2.7.3 Performance
An IDS does not need to detect the attacks in real time. It is acceptable
for an IDS to log the packets and to process them at a later time;
however, an IPS needs to react in real-time in order to prevent an
attack attempt from taking place and completion. Therefore, an IPS
needs to use fast-enough systems that can capture and process all
the packets in real-time and if necessary, it needs to be able trigger
a response (such as firewall manipulation) that will stop the attack
from taking place. This needs to happen very quickly as some attacks
can be executed in a tiny slice of time.

19

Key advantage

Does not require regular updates

Table 1: Summary and advantages of the different technologies used in IDS systems.

Key advantage

Ability to detect new
attacks

Key advantage

Low delay

Key advantage

Key advantage

Key advantage

Network and transport
layers

signature-based nids

Accurate detection of
known attacks

File-system logs, system calls and other observable system activities

anomaly-based hids

Key advantage

File-system logs, system calls and other observable system activities

signature-based hids

Relatively low processing requirements

Operating level

feature

Key advantage

Key advantage

Network and transport
layers

anomaly-based nids
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2.8

conclusion

In this chapter we surveyed different academic research papers and
business-oriented reports regarding the classification of IDS and IPS
systems. The two main classification approaches are based on the
data source and the analyzer type used. We aimed to fit commercial
types in a classification that fits academic research. Consequently, we
suggest that both wireless and network behavior analysis fall under NIDS
as they rely on the same type of data source. Similarly, stateful protocol
analysis can be considered as a subclass of anomaly-based detection
as its analyzer type fits the same category.
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Part I
PROTECTING DESKTOP COMPUTERS

DETECTING MALICIOUS DOCUMENTS USING
A U T O M AT E D D Y N A M I C A N A LY S I S

abstract
Malicious non-executable files are being increasingly used to break
into users’ computers. Anti-virus solutions fail to detect all the malicious files. We propose using machine learning to process the reports
generated by a dynamic analysis system [15]. We implement a preliminary model, and despite its simplicity, we achieved a 99.49% prediction accuracy. The model can be further improved to reach a higher
detection rate or it can be used in conjunction with an anti-virus solution in order to improve the detection rate of malicious documents.
3.1

introduction

In the past years, new types of attacks started to surface. Viruses were
originally written by malicious hobbyists who wanted to prove their
technical skills and capabilities. However, this started to change in
recent years. On one hand, many malware authors seek profit by creating Trojans that generate revenue, such as sending spam, stealing
banking information, etc. On the other hand, in addition to corporate espionage, it seems now that governments are involved in cyberespionage [70] and cyber-warfare [100]. This can be seen in the different viruses that are being discovered; these viruses show a high
level of complication and expertise, not seen in common viruses [41].
In other words, malware authors are now driven not only by economic gain but also by corporate and government agendas. As the
incentives behind creating malware have grown, the skill level and
sophistication have increased as well.
Every year new types of malware are being discovered. Malicious
non-executable files are increasingly becoming a threat to Internet
and computer users. One reason is that most users tend to trust nonexecutable files such as PDF or MS Office documents and many users
don’t hesitate before opening them. Hence, malicious non-executable
files create a tempting channel to spread malware.
Non-executable files have been used to exploit vulnerable file viewers in order to execute malicious code on the victim’s machine [3,
108].Anti-virus solutions provide a relatively high protection against
malware threats; however, it is not perfect.
Antivirus solutions rely on their antivirus signature sets in order
to detect previously encountered viruses. The limitation of this ap-
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proach is that the antivirus engine might not be able to detect previously unseen malicious code.
In this research we are interested in studying the feasibility and
efficiency of automating the interpretation of the report of a dynamic
analysis system in order to detect malicious documents. Dynamic
analysis of malware helps study the activities of the tested file. The
purpose of a dynamic analysis system is to open the tested file inside
a controlled environment in order to monitor its behavior and log
all the activities. A dynamic analysis system, such as some types of
sandboxes, aims to replicate the real environment [52].By executing
the program or opening the suspicious file inside a sandbox, we aim
to learn more about its activities and consequently detect whether it
is malicious.
Our contribution can be summarized as follows: we implemented
a basic prototype to automatically recognize malicious PDF files. We
rely on a sandbox to inspect PDF files and generate a report. We used
a preliminary machine learning model to analyze the sandbox report.
The classification accuracy reached 99.49% using a set of 16904 files
—6000 for training and 10904 for testing.
In our approach, we propose setting up testing system(s) that are
similar to the real systems in the protected network. If we open the
malicious file inside an environment similar to the real one, we expect
it to behave in a way similar to the way it would behave on the real
system —virtualization-aware malware is discussed in Section 3.6.2.1.
This form of environment emulation through virtualization is becoming a promising solution in detecting and studying malware [124].
This chapter is organized as follows. We discuss the problem and
related challenges in Section 3.2 and related works in Section 3.3. We
propose our solution design in Section 3.4 and our prototype implementation along with the results in Section 3.5. We evaluate the advantages and limitations of this solution in Section 3.6. Finally we
write our conclusion in Section 3.7.
3.2

problem

3.2.1 Malicious Non-Executable Files
There are new kinds of threats that we are constantly facing when protecting network users. Traditional threats started with malicious executable files such as viruses, Trojans, computer worms among other
types of malware. Nonetheless, malware is no longer limited to executable files, but has expanded to include PDF documents, MS Office
documents and others. In other words, any file can pose a threat to
the user.
Many network and system administrators tend to block executable
files over e-mail in order to prevent the spread of viruses and other
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malware. However, this is not enough as a determined attacker can
use non-executable files to embed the malicious code and rely on
unpatched vulnerabilities in the victim’s viewer in order to execute
it. Consequently, opening non-executable files can create an attack
window if the document viewer is vulnerable.
Protecting against malicious non-executable files is more challenging. First, people are usually careful when they encounter an executable file, especially as an e-mail attachment, but they see documents as innocuous. Second, it can be tolerated to block executable
files, but accessing and exchanging documents among other nonexecutable files is a common requirement in most work environments
relying on the exchange of digital documents.
Once a vulnerability is discovered inside a popular program, attackers try to utilize this vulnerability in order to execute malicious
code on the victim’s computer. The popularity of a program reflects
the number of potential victims. As users tend to trust non-executable
files, this gives the attacker an additional advantage when using this
approach for launching his attack. A successful exploitation of the
program’s vulnerability can result in the host computer getting infected with a malicious program.
Current solutions mainly rely on anti-virus software in order to
detect malicious code in the documents. However, anti-virus software
cannot offer a perfect protection against these threats especially if
they use previously unseen malicious code.
3.2.2 Malicious PDF File as an Example
Different types of non-executable files can be made malicious, we
consider PDF as an example. PDF relies on the PDF standard created
by Adobe and was released as an open standard in 2008 [4].
In Appendix A, a basic non-compressed ASCII file that shows “Hello
World” is shown in Listings 1 and 2, and its objects are shown in Figure 41.
PDF standard supports many features including JavaScript. A malicious PDF file usually relies on JavaScript to exploit a vulnerability
in the PDF reader that would allow it to execute embedded malicious
shellcode [3].
Occasionally a vulnerability is discovered in the PDF reader —one
recent vulnerability is described in [28]. Attackers try to exploit the
discovered vulnerability using JavaScript in order to execute the malicious code they embedded inside the PDF document [3].
Based on an example in [108], a PDF file can be made malicious by
modifying the first object to add /OpenAction as shown in Listing 3
line 5 in Appendix A.
Opening a malicious PDF file usually crashes the viewer giving a
visual alert to the user; however, this is not always the case. Figure 7
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shows four screenshots of the desktop while opening different malicious PDF files.

Figure 7: Different screenshots showing Adobe Reader when opening a malicious PDF file

There are several good articles and papers about the structure and
analysis of malicious PDF files. In particular, Ab Rahman provides
a very thorough walk-through for analyzing various PDF files of increasing complexity [3]. We also refer the reader to an unpublished
book chapter by Stevens, where he provides a detailed explanation regarding the analysis of malicious PDF files using different tools that
he created for this purpose [108]. Another recent example is by Bitton,
where he analyzes a malicious PDF file and shows another example
of how attackers are using PDF files to hide malicious shellcode [20].
3.2.3 Anti-Virus Technology
An anti-virus program relies mainly on signature-based detection,
which is supported by heuristic-based detection to varying degrees.
Signature-based detection requires constant updates from the antivirus vendor in order to detect any new viruses and other malware
programs. Antivirus companies try to cope with the malware threats
by analyzing new malicious files and updating their virus signature
databases as often as possible. This is usually enough to protect against
most encountered malware pieces.
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3.2.4 Anti-Virus Limitations
Anti-virus solutions can detect a high percentage of the encountered
viruses and computer Trojans; however, generally speaking, they fail
to detect 100% of the threats [10, 34]. The more a virus becomes
widespread, the more likely it will be successfully detected by antivirus software. The opposite also holds true; a virus scan will most
likely fail to detect a not-yet-spread new virus.
The real risk arises from new malicious files that are not necessarily
detected by the current antivirus signatures. This might happen if the
malware author uses new code or obfuscated known malicious code
to evade the antivirus detection [82]. This can be a grave threat if the
attack is targeted against certain individuals or groups.
Consequently, using an anti-virus solution is not sufficient to protect critical networks, especially if we expect it to be of interest to a
well-funded malicious opponent. Examples of such networks include
advanced research labs, military and financial networks, etc. If the
attacker has a high incentive to break into a certain system, we need
more efficient protection systems. Consequently a virus created to exclusively target a certain group would usually go undetected till it
becomes widespread, as happened with Stuxnet [73]. This is in contrast with the home user who is usually targeted at random for petty
objectives.
3.2.5 Consequent Threats
Attackers with enough dedication and resources are capable of creating malicious code —virus or Trojan— that can evade anti-virus detection. The incentive clearly depends on the target and the expected
profit of infecting the target’s systems. One example that comes to
mind is industrial espionage. Targeting a research lab for instance
can offer large gain to the malicious attacker. Consequently, we are
in particular concerned with the scenario where a malicious code is
embedded inside a non-executable file, such as a PDF file, in a way
that the embedded code can evade anti-virus detection.
3.3

related works

3.3.1 Dynamic and Static Analyses
The main solution to face the threat of non-executable files is through
the use of an anti-virus program. Research labs have been focusing on
static and dynamic analyses as well. Static analysis refers to analyzing
a malware sample without executing it. It relies on inspecting the
various elements in the processed file in order to detect whether it
is malicious. Static analysis can be either carried out by an expert or
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automatically with the help of different types of software. Dynamic
analysis is performed by running the analyzed file or part of it, such
as an embedded object, inside an emulator or similar environment in
order to study its behavior in real-time. Further details can be found
in [35].
3.3.2 Detection of Malicious PDF Files
There have been several modern attempts to detect malicious PDF
files. In particular, the two approaches are static analysis and dynamic
analysis.
Laskov and Šrndić use static analysis and machine learning to
detect malicious JavaScript code embedded in PDF documents [66].
Smutz and Stavrou also rely on static analysis, but they analyze the
PDF files in whole, not only the JavaScript component. For classification, they use machine learning techniques on document features
obtained from the document structure and metadata [103].
Tzermias et al. combine static with dynamic analysis to detect malicious documents. The static analysis targets the document format
representation, while the dynamic analysis tests the embedded script
code [113]. In our approach, we rely purely on dynamic analysis of
the inspected document.
3.3.3 Our Approach
In our approach, we combine dynamic analysis with machine learning in order to detect malicious PDF files. Each PDF file is processed
in whole by opening it inside a virtual environment controlled by a
sandbox. This allows a thorough observation of the malicious file’s
behavior.
3.4

proposed solution

We propose using a sandbox to open and inspect suspicious nonexecutable files as we think this is a promising approach. A sandbox
solution automates the analysis of the submitted file. For example,
in the case of a PDF document, a sandbox opens the submitted file
using the designated viewer, such as Adobe Acrobat Reader, and logs
all the observed activities to include in its report [52].
The originality of this approach can be highlighted as follows:
• We automate the analysis of a sandbox report.
• This allows us to use it as a part of a larger solution such as an
IDS or IPS.
It is clear that analyzing the sandbox report related to a non-executable
file is simpler than analyzing that of an executable file. The reason is
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that we can expect all benign non-executable files to leave similar
traces. In contrast, the actions of an executable file can include a wide
range of actions and hence we need to know its intended function
before we are able to spot any malicious activity. Therefore, it is more
feasible to automate the analysis of a sandbox report related to nonexecutable documents.
3.4.1 Solution Components
The main components of the proposed solution can be summarized
in the following four items:
1. Dynamic analysis system to process the submitted file and generate a report
2. Script to analyze the generated report and extract the necessary
features
3. Machine learning classifier to analyze the features of the submitted document
4. Feedback module to relay the classification result to the proper
entity
3.4.2 Analysis Steps of Proposed Solution
The flowchart of the proposed solution is shown in Figure 8 and can
be summarized as follows:
1. Submit the files to be analyzed to the dynamic analysis system.
The aim is to monitor the behavior of the submitted file.
2. The dynamic analysis system opens each file separately and
gives any embedded malicious code enough time to execute. It
monitors all the activities and logs it.
3. After finishing, the dynamic analysis system will generate a report related to the processing of the submitted file.
4. Analyze the report to extract all the significant features that can
be used by the machine learning classifier.
5. Feed the extracted features to the machine learning classifier in
order to detect whether the file is malicious.
6. Report malicious documents to chosen entity, such as the system/IDS
administrator.

3.4 proposed solution

Figure 8: Flowchart of the proposed solution to detect malicious documents
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implementation

3.5.1 System Blocks
Implementing the system required using a dynamic analysis system
suitable for research experiments in addition to a suitable machine
learning classifier. In brief, we need the following:
• Dynamic analysis system (sandbox)
• Report analysis module, composed of:
– Feature extractor
– Machine learning classifier
3.5.1.1 Sandbox
The sandbox design we refer to in this chapter relies on virtual machines identical to the client machines to be protected. In other words,
the operating system, installed patches and installed programs on the
Virtual Machine (VM) should be the same as those on the client machines. If there are different client machines setups —such as different operating systems— then the sandbox should employ multiple
virtual machines that reflect the different client configurations. This
would ensure protecting the different setups.
The sandbox should be able to monitor the file changes, running
processes, memory and network access. One sandbox that meets our
requirements is Cuckoo’s Sandbox. Cuckoo’s Sandbox relies on virtualization technology to keep track of Windows Application Programming Interface (API) calls traces, copies of files created and deleted
from the system, memory dump, network dump and even screenshots of the desktop throughout the execution of the malware [52].
Cuckoo’s Sandbox opens the submitted file or Uniform Resource
Locator (URL) inside a virtual machine and makes extensive logging
of the activities observed. It reports on several areas and provides:
• Traces of Win32 API calls performed by all processes
• Files created, deleted and downloaded during the execution or
opening of the submitted file.
• Network dump of the generated traffic in libpcap format1
• Memory dump of the related processes
• Screenshots of the Windows desktop

1 Also refered to as PCAP format, the libpcap file format is the main capture file
format used in Tcpdump and Wireshark among many other packet capture and
analysis tools.
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We are interested in detecting malicious documents by relying on
these observable activities.
In this experiment, we are mainly concerned with studying the feasibility of analyzing and detecting malicious PDF files. We obtained
a set of malicious PDF files from Contagio Dump [86], a research site
dedicated to exchanging recent malware between researchers. Each
PDF file was submitted to Cuckoo Sandbox for analysis and a report
was generated.
Cuckoo Sandbox system is shown in Figure 9. On a GNU Linux
host, Cuckoo Sandbox controls a set of one or more virtual machines
over a virtual network. Each virtual machine has a saved clean state.
Clean state means that it is not infected by any malware. After submitting a file to Cuckoo Sandbox, it restores a VM to its clean state,
sends the file over the virtual network to the VM and monitors the
different activities. By default a file is opened for approximately 2
minutes giving enough time for any exploit code to run and execute
the assigned shellcode. The shellcode might be embedded inside the
PDF file, alternatively, it might be downloaded from the Internet.

Figure 9: Cuckoo Sandbox controls one or more virtual machines

3.5.1.2

Report Analysis

We submitted our PDF files to Cuckoo’s Sandbox to get a report for
each of them. We wanted to automatically detect whether a submitted file is malicious based on an automatic analysis of the generated
report. Therefore, we parsed different features from the reports to
use as data features in the machine learning classifier. We estimate
that any embedded malicious code would generate unusual behavior
regarding file and Windows registry access. It might try to drop malicious files on the file system, modify existing files and even delete
them. Similarly, an embedded malicious code might try to query the
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registry and even add new entries to ensure certain future behavior.
This is why we focused on both file and registry related actions.
First, for comparison purposes, we compare with a basic model
based on 3 obvious features related to files and registry keys:
• Feature 1: Number of created, modified and deleted Files
• Feature 2: Number of accessed files
• Feature 3: Number of accessed registry keys
Next, we consider the following detailed list of features related to
file access and modification. The features are the count of the following items:
1. (Feature 1) Files that were created, modified or deleted
2. (Feature 2) Files that were accessed
3. Process actions related to file system
4. NtCreateFile function calls
5. NtOpenFile function calls
6. NtReadFile function calls
7. NtWriteFile function calls
8. NtQueryInformationFile function calls
9. NtSetInformationFile function calls
Finally, we also consider a more detailed list of features related to
registry access and modification. The feature list is the count of the
following items:
1. (Feature 3) Registry keys that were accessed
2. Process actions related to registry
3. RegCreateKeyExW function calls
4. RegDeleteKeyW function calls
5. RegOpenKeyExA function calls
6. RegOpenKeyExW function calls
7. RegCloseKey function calls
8. RegQueryValueExA function calls
9. RegQueryValueExW function calls
10. RegSetValueExW function calls
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11. NtOpenKey function calls
12. NtQueryKey function calls
13. NtQueryValueKey function calls
For machine learning classifier, we used Support Vector Machine
(SVM) to predict file classification. In our implementation we used
LIBSVM [22] to create our classification model.
3.5.2 System Tasks
Figure 10 shows the different blocks in the proposed system. Initially
a training phase is required. During the training phase a set of labeled
files —benign or malicious— are opened inside the Cuckoo Sandbox
where a report is generated. A script extracts the data features related
to the processed files. Hence the final data set include a label in addition to the extracted 9 and 13 features listed in Subsection 3.5.1.2
for each file in the training set. Next we use LIBSVM to analyze the
training data set and create a classification model.
In the testing phase, or normal operation phase, the submitted file
is opened inside the sandbox to generate a report. Similarly, the chosen features are extracted from the sandbox report. LIBSVM engine
analyzes the features according to the classification model from the
training phase to predict whether it is malicious.
3.5.3 Results
In order to study the accuracy of the proposed system, we used 6052
benign files and 10852 malicious PDF files obtained from Contagio
Dump [86]. The training set is 6000 samples: 3000 benign and 3000
malicious PDF files. The testing set is made from the remaining 10904
samples: 3052 benign and 7852 malicious PDF files.
The highest prediction accuracy achieved was 99.486% when using
all file-access related features, next is 99.367% when using registryaccess related features. The minimum false positive percentage is
0.721% for both cases, when using file related features and registry related features. Finally, file-related features provided the lowest false
negative rate of 0.433%, next comes the case when using registryrelated features which reached 0.599%. The results when using different features are provided in Table 2 and shown in Figure 11.
We find these results to be very close. We conclude that for this
problem, it is equally efficient whether we rely on file-related features
or on registry-related features. Both of these feature groups made it
possible to predict with high accuracy whether a file is malicious. In
other words, both file-related and registry-related features proved to
be enough to detect malicious behavior when opening a PDF file.
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Figure 10: System blocks of the implementation of the proposed solution to
detect malicious PDF files
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Figure 11: Prediction accuracy, false positive percentage and false negative
percentage detecting malicious PDF files using the proposed system, where different features related to file (all 9 features) and
registry (all 13 features) are used
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features

accuracy

false positives

false negatives

1

84.464%

46.920%

3.337%

2

91.306%

1.507%

11.488%

1 and 2

92.590%

1.802%

9.590%

File

99.486%

0.721%

0.433%

3

95.818%

6.455%

3.299%

Registry

99.367%

0.721%

0.599%

Table 2: Accuracy, percentage of false positives and percentage of false negatives using different features related to file (all 9 features) and registry (all 13 features)
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3.6.1 Advantages
Using a sandbox, we can detect threats that cannot be detected using
an anti-virus or a NIDS solution. Anti-virus signatures rely on previously encountered viruses, consequently an anti-virus cannot detect
a virus that is not included in its virus signature database. Moreover,
it provides a reliable way to detect non-executable files that try to use
a zero-day exploit.
3.6.2 Limitations
There are certain limitations to our approach. They can be summarized as follows:
1. Virtualization-aware or sandbox-aware malware
2. Processing Time
3. Processing Power
3.6.2.1 Virtualization-Aware Malware
As virtualization is being increasingly used to inspect malware, such
as in sandbox solutions, some malware authors have started to implement virtualization detection capabilities in their malware. Once
a virtual environment is detected, the malware does not execute as
planned in order to mislead the user into thinking that the file is benign.
If the attacker knows that the target network employs a sandbox
utilizing virtualization to check the non-executable files, he might
try to detect whether the OS is being virtualized. As a result, the
malicious code might be designed to abort execution if virtualization
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is detected, thus evading the IDS. However, a malicious document
would still create enough abnormal activity which can be detected if
enough features are considered.
3.6.2.2 Processing Time
Opening suspicious files in a VM and recording all the activities was
granted 2 minutes in order to give any embedded shellcode sufficient
time to execute. As it executes, it might extract the malicious code
from the document or it might download it from the Internet. Moreover, the malicious code might check for certain registry entries and
even for the existence of certain files before it proceeds to carry out
its malicious tasks, so for thorough inspection, the sandbox gives the
file 2 minutes to finish. On a sufficiently fast host system, we estimate
that 30 seconds would provide enough time for the embedded malicious code to execute as the PDF viewer opens the PDF file. In other
words, we estimate that 30 seconds would be enough to notice the difference in behavior between a benign document and a malicious one.
Consequently, we think that the processing time might be decreased
to 30 seconds; however, we think that it is not feasible to decrease the
waiting time beyond that.
3.6.2.3

Processing Power

Running several virtual machines to use programs identical to the
systems found on the internal (protected) network requires a nontrivial processing power. The necessary computing resources depend
on the network activity, the types of files to be tested and the different
system configurations found on the network.
3.7

conclusion

Relying on dynamic analysis with automatic processing of the generated reports can help improve the detection rate of malicious documents. We were able to achieve a 99.49% prediction accuracy; however, we cannot directly compare our results with those from previous
research as the used data sets of PDF files are not publicly available.
This approach can be further improved by adding features to be used
in the machine learning model. Alternatively, it can be used in combination with a traditional solution, such as an anti-virus program.
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abstract
Files exchanged between the different local computers can go unmonitored. Although anti-virus solutions can detect malicious programs
on local computers, they fail to provide constantly a 100% detection
rate. We suggest using an IDS that captures network traffic to monitor
the files being transferred to and from local systems. Unlike local antivirus clients which are limited to one anti-virus vendor’s engine, this
file-level IDS can use multiple anti-virus engines and even more sophisticated automated anomaly detection systems that require large
computing resources [16]. This solution would help increase detection rate of malicious files accessed or sent by local systems.
4.1

introduction

Networked computers are exposed to a variety of threats. One threat
lies in the malicious files accessed from the Internet or received by
mail. In this chapter, we focus on detecting malicious files transferred
in the local network.
Our aim is to propose and implement file-level IDS. In particular, we
propose reassembling the passing packets to retrieve the transferred
files in order to test them against a virus-signature database or some
anomaly-detection system as the one proposed in Chapter 3.
The contribution of this chapter can be summarized as follows:
• We propose a file-level IDS. By file-level IDS, we refer to the IDS
ability to inspect transferred files, unlike NIDS solutions which
tend to inspect packets individually. In other words, a file-level
IDS can analyze Open Systems Interconnection (OSI) layer 7, while
common IDS implementations focus on OSI layers 3 and 4.
• We implement a working prototype of the proposed IDS design
using publicly available open source software.
4.2

problem to be solved

Files being sent between local clients and/or servers are not monitored. If an attacker gets access to one system, he might try to infect other systems on the network. Unfortunately, current network
designs do not attempt to monitor the files transferred between different computers on the same network segment.
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and IPS solutions inspect packets, not files. Proxy firewalls are
installed at certain points to separate networks according to varying
criteria, such as confidentiality and criticality of the hosted systems,
etc. and they cannot monitor the traffic between clients on the same
network segment. Consequently, if a malicious file is transferred between two clients or servers on the same network, the current solutions cannot detect it.
IDS

4.3

current solutions

Server-side detection of malicious files is accomplished through one
or more of the following systems:
• IDS/IPS
• Proxy firewall with malware detection component
• Mail server with malware detection component
On the other hand, client-side solutions are mainly limited to client
anti-virus programs.
4.3.1 IDS
Most companies rely on IDS to detect intrusion attempts against their
servers and possibly against the computers on the internal network.
IDS solutions are commonly classified into two main types [81] in
addition to a third being hybrid:
1. HIDS is installed on the protected system and it monitors different activities on the host in order to infer if there is any intrusion. Depending on the maker, an HIDS can monitor system
calls, system log files, modified files, network activity, etc. [115].
2. NIDS is connected to the network to monitor the traffic. Being a
separate system, it remains secure even if a system on the network is compromised; however, this also limits its visibility [27].
3. Hybrid IDS would monitor network traffic in addition to various
activities on the host Operating System (OS).
Deployed NIDS solutions are mainly signature-based IDS as they
mostly rely on their attack signature database in order to detect intrusions. A NIDS, such as Sort, inspects the network packets to detect
any attack [94, 18]. Another approach is anomaly-based IDS, but it is
still not mature enough for production systems.
Network-based IDS/IPS solutions detect threats by inspecting traffic
at OSI layers 3 and 4, i.e. network and transport layers as shown in
Figure 12. Limiting inspection to network and transport layers means
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that the IDS is incapable of detecting malicious files if their related
packets don’t trigger any of the IDS rules. Consequently a malicious
file might pass unnoticed.

Figure 12: Current NIDS solutions focus on network and transport layers,
while our proposed file-level IDS targets the application layer to
inspect files.

4.3.2 Proxy Firewall
A more capable solution to detect and prevent malicious files from
passing is via a proxy firewall, which offers the ability to inspect
packets at the file-level. As the name indicates, a proxy firewall provides dual functionality of a file proxy server and a firewall system.
The proxy server will request files on behalf of the client. Therefore, it
is convenient to add to it a file scanning module. The firewall system
provides the ability to block any packet.
One example is Microsoft Forefront Threat Management Gateway,
which offered several functions including firewall, web cache and
anti-virus1 . (In September 2012, Microsoft announced that Forefront
Threat Management Gateway has been discontinued [75].)
4.3.3 Mail Server with Anti-Malware Module
Mail servers with virus scanning engines are also a common solution
to prevent the spread of malicious files through email messages. They
work by scanning each email message along with the attachments.
1 Official website: http://technet.microsoft.com/en-us/forefront/ee807302.aspx
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An example is Microsoft Forefront Protection 2010 for Exchange
Server2 . (In September 2012, Microsoft announced that Forefront Protection for Exchange has been discontinued [75].)
The limitation of these approaches is that they don’t protect the network from malicious files sent by local computers, regardless whether
local computers’ users are aware of this.
4.3.4 Client Anti-Virus
Client anti-virus solutions provide a robust solution to protect user
computers from different types of malware. However, no anti-virus
solution can constantly offer a 100% detection rate [34].
We summarize the advantages and limitations of the different approaches in Table 3.
4.4

proposed solution

We propose a different approach, a file-level IDS instead of a NIDS that
focuses mainly on individual packets. This file-level IDS will listen to
the local network, capture the packets and reassemble the transferred
files and submit them to a virus scanning system. In contrast with
current client anti-virus solutions, this approach can employ multiple
anti-virus engines and anomaly-based detection system to achieve
the highest detection rate possible. The main advantage is that this
approach would allow us to detect malicious files sent between two
clients on the same network segment.
We propose that the NIDS would work on the application/session
layer level as well. In other words, we propose that the NIDS assembles
every file on the monitored network when it is accessed by any client.
The NIDS would then use an anti-virus or an automated dynamic
analysis system to scan the captured file. We refer to the proposed
system as file-level IDS.
The system being setup in a network is shown in Fig. 13. The network is divided into several segments, each segment connected to
one switch. The file-level IDS observes the data on the local switches
in order to monitor the files being transferred.
Our proposed design is shown in Fig. 14. The switch is configured
to mirror all the passing traffic to the IDS port. An IDS is setup to
monitor all the network traffic between the Internet or an untrusted
network and the protected network. All the passing network packets
will be captured, and the transferred files of the chosen file types will
be reassembled and submitted for processing and inspection through
an anti-virus system or through an automated dynamic analysis system.
The process can be summarized as follows:
2 Official website: http://technet.microsoft.com/en-us/library/cc482977.aspx
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It has complete access to all the files within
the access of the host computer. It mainly
relies on a virus-signature database to can
detect malicious files.
It works on OSI layer 7 (Application).

Client anti-virus software

File-level IDS with malware detection

Table 3: Comparison of server-side detection of malicious files from the point of view of a client device

It can detect but cannot block a malicious
file being transferred. Moreover, it requires
potentially higher processing requirements.

Current solutions can only use one antivirus engine.

It works on OSI layer 7 (Application), hence It only detected the files that are exchanged
it can scan the emails and attached files un- over email in clear text.
less they are encrypted (such as by using
PGP or password-protected compressed
archive/file).

Mail server with malware detection

It limited to OSI layers 3 (Network) and
4 (Transport); it considers each network
packet separately.

limitations

It works on OSI layer 7 (Application), hence It can only detect files that pass through it
it can scan the files being transferred pro- in clear text.
vided that they are not encrypted.

advantages

Proxy firewall with malware detection

NIDS

system
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Figure 13: The file-level IDS connects to the local switches to capture all the
network traffic communicated among computers in the same segment and among the different segments. This allows it to detect
malicious files transferred to or from local systems.

Figure 14: The proposed file-level IDS includes a packet capture engine to
get all passing packets. A file-reassembly module is used to construct the transferred files, which are sent to the malware detection module to test them for malicious signs.
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1. Capture the passing network packets.
2. Assemble the chosen file types.
3. Submit the assembled file to be analyzed inside the chosen system.
Consequently, the proposed solution requires the following abilities:
1. Ability to monitor and capture the network packets. This usually necessitates the following conditions:
a) The network card to be in promiscuous mode. When a network card is in promiscuous mode, it can read all packets,
including packets that are not addressed to it.
b) The system must be placed in a strategic location in order
to capture the largest number of network packets. It is important to note that a switched network would create an
obstacle for such a system. A switched network is a network that uses network switches to connect the different
network devices. Unlike a network hub, a network switch
does not naively broadcast the Ethernet frames on all ports,
but rather on the port on which the destination device is
connected. The solution lies in using a switch that offers
the option to mirror the traffic on a certain port for IDS
usage.
2. Ability to process packets at the session layer for a wide range
of protocols, such as Hypertext Transfer Protocol (HTTP), File
Transfer Protocol (FTP), Simple Mail Transfer Protocol (SMTP),
etc.
3. Ability to reconstruct the transferred file successfully, regardless
whether the client uses special encoding or compression.
4. Ability to check the files against a malware detection system.
As an IDS configuration, the captured files do not need to be processed in real-time3 . Instead, the files are submitted to one or both of
the following:
1. Signature-based anti-virus system using one or more anti-virus
engines
2. Automated dynamic analysis system

3 This is in contrast with an IPS where real-time analysis is required in order to successfully prevent any attack from taking place.
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The automated dynamic analysis system is built using a sandbox
to process the submitted files and generate a report of the activities
of every file received and processed. A separate program analyzes
the report to detect whether the processed file was malicious or benign. The analysis of the report might rely on machine learning as
in Chapter 3. The advantages and disadvantages of signature-based
anti-virus system and automated dynamic analysis system (anomalybased anti-virus system) are shown in Table 4.
Regardless of the technology used to detect malicious files, the system will report to the IDS administrator the encountered malicious
files. A flowchart of the described system is shown in Fig. 15.

Figure 15: Each file requires several steps for complete processing by the
file-level IDS. After the transferred files are reassembled, they are
submitted to a malware detection module. The malware detection module will check each file and notify the IDS administrator
whenever a malicious file is encountered.
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Depending on the technology used, it
might be slow, i.e. it might require a nonnegligible amount of time to finish detection

Can detect new malicious files not encoun- CPU intensive
tered earlier

Does not require frequent updating

Requires initial training to learn to recognize the behavior of benign files form that
of malicious files

Cannot detect malicious files not covered
by its signature database

In general, it is less CPU intensive than
anomaly-based solutions
Speed

Requires frequent updating to cope with
new threats

disadvantages

Does not require initial training

advantages

Table 4: Advantages and disadvantages of signature-based anti-virus systems versus automatic dynamic analysis systems

Automated dynamic analysis system

Signature-based anti-virus system

detection system
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4.5

implementation

The file-level IDS is comprised of three main components:
1. Packet capture engine
2. File reassembly module
3. Malware detection module
The packet capture engine can be implemented using libpcap library [2], a library for packet capture in C language. One library that
allows file reassembly of several file types is libnids library [121]. We
found a ready solution to capture and assemble the network packets,
dsniff packet sniffer [104].
For the malware detection module, we used Clam AV4 , an antivirus released under GPL license, in addition to the system described
earlier in Chapter 3.
4.6

evaluation

4.6.1 Solution Advantages
There are several advantages to our proposed solution:
• The proposed file-level IDS has the ability to check the transferred files for malicious content unlike NIDS that inspect only
at the packet level.
• The proposed solution can make simultaneous use of multiple
anti-virus engines and anomaly-based detection engine — such
as the solution in Chapter 3.
4.6.2 Solution Limitations
The proposed solution suffers from certain limitations:
• This solution cannot intercept encrypted connections such as
HTTPS. Encrypted connections mean that only the final recipient will be able to access the transferred file. As a result, this
prevents the IDS from analyzing the captured packets. Consequently, the IDS would fail to detect malicious files. Unfortunately any workaround to encrypted connections would violate
users’ privacy.
• Monitoring the passing network traffic, reassembling the transferred files and testing them for viruses require high resources
on busy networks. In other words, a non-trivial processing power
4 Official website: http://www.clamav.net
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is required for this solution to run successfully and detect malicious files being transferred.
4.7

conclusion

This chapter presented a file-level IDS to detect malicious files transferred on the local network. This makes it possible to detect malicious
files between local peers as well as files downloaded from remote
servers. Moreover, it can easily make use of different anti-virus and
anti-malware engines. The main downside is the required processing
power for busy networks.
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F E A S I B I L I T Y S T U D Y O F S E C U R I T Y V I RT U A L
APPLIANCES FOR PERSONAL COMPUTING1

abstract
Computers connected to the Internet are a target for a myriad of complicated attacks. Companies can use sophisticated security systems to
protect their computers; however, average users usually rely on builtin or personal firewalls to protect their computers while avoiding
the more complicated and expensive alternatives. In this chapter we
study the feasibility —from the network performance point of view—
of a VM configured as an integrated security appliance for personal
computers. After discussing the main causes of network performance
degradation, we use netperf on the host computer to find the network
performance overhead when using a virtual appliance. We are mainly
concerned with the bandwidth and the latency that would limit a network link. We compared the bandwidth and latency of this integrated
security virtual appliance with current market products and in both
cases, the performance of the virtual appliance was excellent compared with hardware counterparts. This security virtual appliance for
example allows more than an 80 Mbps data transfer rate for individual users, while security appliances generally allow only 150 Mbps
for small office users. In brief, our tests show that the network performance of a security virtual appliance is on par with the current
security appliances available in the market; therefore, this solution is
quite feasible [14].
5.1

introduction

The Internet has become an essential medium for communication
and collaboration. Yet, computers connected to the Internet continue
to face major security threats that range from viruses, Trojans and
worms to malicious hackers trying to break into them. Such attacks
continue to increase in both scale and sophistication as well as the
defense mechanisms for dealing with them.
In order to provide protection against these diverse threats, companies continue to invest huge amounts of money in information security systems and appliances. The average user, on the other hand, can1 This chapter has been published as: Ahmad Bazzi and Yoshikuni Onozato. Feasibility
Study of Security Virtual Appliances for Personal Computing. Journal of Information
Processing, 19(3):378–388, 2011. ISSN 1882-6652. 10.2197/ipsjjip.19.378. URL http://
joi.jlc.jst.go.jp/JST.JSTAGE/ipsjjip/19.378.
Copyright © 2011 by the Information Processing Society of Japan
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not afford such sophisticated expensive solutions, so many of them
rely only on the default firewall shipped with their operating system
(OS). The efficiency and customizability of these firewalls can vary
greatly depending on the vendor and the OS version. Our objective is
to provide the average user with an inexpensive, efficient and reliable
security solution regardless of the security of his OS, while ensuring
high network performance.
In past years, multi-core CPUs have become the standard not only
for desktop processors but also for processors used in most laptop
series. This situation has created abundant processing power that we
can use for running a virtualization program for instance without
slowing the host OS. Therefore we look once again to using computer
virtualization technology to create a VM with a preconfigured security
function.
The use of a VM as a Security Virtual Appliance (SVA) has become more common in the past years, in particular for companies
with virtualized servers and for companies using Platform as a Service (PaaS) in cloud computing. For example, VMware Virtual Appliance Marketplace[116] is dedicated to providing an extensive list of
Virtual Appliance (VA) images with a diversity of applications such as
Enterprise Resource Planning (ERP) and Customer Relationship Management (CRM), IT administration, and security. In fact the market
has become so specific that virtualizing the Demilitarized Zone (DMZ)
that is logically and physically isolated from internal and external
networks has lead Cisco to release a dedicated virtual switch[26].
Considering the drawbacks of a software firewall program, there
are several advantages that we can find in a SVA:
isolation between host os and guest os The guest OS is logically isolated from the host OS. The guest OS is running a different operating system, consequently it is completely secure
against the vulnerabilities of the host OS. Ref. [13] tries to take
advantage of the isolation between the guest OSs themselves. In
our approach however we try to take advantage of the isolation
between the host OS and the guest OS, similar to Ref. [88].
fail-close design In our implementation, the network interfaces
are configured in a way to ensure that no packet can reach the
host OS without passing through the guest OS.
integrated security appliance In the guest VM, we have the
chance to install an OS with a complete security solution, in
contrast with being limited to installing one piece of software
for protection. Moreover, because it is a complete OS, it can be
easily equipped with new security functions by adding additional security software.
There is a small number of research publications about using a SVA
on personal computers. Prevelakis’s work[88] is an excellent example,
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where he discusses the technical challenges that he encountered and
solved while running an OpenBSD firewall VM on a MS Windows
2000 laptop. Unfortunately the SVA was limited to the firewall function and provided no easy interface that the average user can access.
The author did not study network performance of such a SVA but was
mainly concerned with technical aspects of the proposed and implemented solution.
Since the publication of Ref. [88], many things have changed; in
particular, the average speeds of the available Internet subscription
plans nowadays are increasingly higher than the average speeds in
2005. Consequently, a personal firewall is now expected to process
higher bandwidth. From the CPU manufacturer’s side, computers
with multi-core CPUs have become the standard not only for desktops but also for laptops. Moreover, AMD has added hardware-assisted
virtualization to their newer processors using AMD Virtualization
(AMD-V)[5] while Intel is equipping its new processors with Intel
Virtualization Technology (Intel VT)[80].
In this chapter, we are mainly concerned with investigating the network performance —bandwidth and latency— of SVAs on a PC. We
are interested in virtualizing and testing a complete security appliance that incorporates an IDS, anti-virus, etc. We also focus on the
firewall function where the entire appliance can be configured and
managed through a Graphical User Interface (GUI). This is in comparison with Ref. [88] which only considers a basic command-line-based
firewall with no study of the network performance aspects.
This chapter is organized as follows: In Section 5.2, we briefly mention the motivation behind this chapter and how virtualization can be
used to add to the client’s security. We discuss why the network performance might be affected and is worth benchmarking in more detail
in Section 5.3. In Section 5.4, we present our test environment providing technical specifications of servers and clients along with the
SVA that we setup. The network performance tests are presented next,
where Section 5.5 deals with the bandwidth tests while Section 5.6
deals with the latency tests. We offer our conclusions in Section 5.7.
5.2

background and previous works

Most recent operating systems are shipped with a built-in firewall to
help defend the systems from malicious packets. These firewalls are
usually the main defense mechanism against network attacks that
they would face in any non-secured network. In one example, a successful attack on a MS Windows XP can stop the firewall service and
render the computer system completely exposed[91].
There are a number of reasons why such attacks are possible. In
addition to the OS’s vulnerabilities, these firewalls are installed and
run as a service on the same OS they are protecting. A successful

52

5.2 background and previous works

attack against the host system can therefore stop the firewall service.
Moreover when the firewall service fails, the system goes into a failopen state allowing all network traffic to pass.
One way to tackle this situation would be by isolating the firewall
from the host OS and ensuring that the system will become inaccessible in case of a firewall failure. This can be achieved by using a
hardware security appliance; however, this is relatively expensive and
quite inconvenient for mobile users. We can achieve a certain level of
isolation through virtualization technology. We refer the reader to
Ref. [117] for an overview of virtualization, to Ref. [118] for current
virtualization technologies, and to Ref. [119] for the network virtualization concepts. We recommend Ref. [12] for an in-depth technical
overview.
Here, Ref. [13] covers virtual data center with multiple hypervisors
forming a cluster together, and each hypervisor hosting several VMs.
These VMs can be transferred from one hypervisor to another using
“live migration”. Moreover, these VMs should be protected by separate security appliances. The authors highlight the trend to virtualize
the network security functions using SVAs. Their aim is to provide a
distributed and scalable security function for the network flow and
for the guests hosted in a virtual datacenter. Most importantly, the
network performance tests they carried out show that these SVAs provide a performance level comparable to that of physical appliances
while providing additional benefits.
In contrast, we are interested in providing additional security to
the average user. Instead of studying the network performance of
SVAs for guests running on hypervisors, we are concerned with the
performance of SVAs running on and protecting common operating
systems such as MS Windows 7.
A SVA can be built from Free Open Source Software (FOSS) [77] to
minimize the cost and can be saved on the computer like any other
file. This makes it suitable for the average user as it adds to his system
security without causing prohibitive inconvenience. This approach
will create a certain level of isolation between the firewall and the
host OS. Moreover, steps can be taken to ensure that the host OS will
become unreachable in case of a firewall failure as discussed later in
Section 5.4.1.
The SVA will run on the virtual hardware created by the virtualization software running on the host computer as described in Ref. [88].
The network packets sent or received by the host have to pass through
this VA. In Figure 16, the dashed arrow indicates the usual path of the
network packets. These packets first have to pass through the OS
driver and then through the physical Network Interface Card (NIC)
to reach the network. However, when a SVA is used, the host OS will
use a private IP address on a virtual NIC that is only shared with the
VM. Consequently, the packets leaving the host OS have to first go
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Security VA (SmoothWall Express)
Virtual NIC 2 Virtual NIC 1
Other Hardware
(Bridged)
(Host Only)
Desktop Virtualization Software (VirtualBox)

Applications

Host OS (MS Windows)
Physical NIC

Physical Hardware

Figure 16: Packet path: The solid line shows the network packet path when
using passing through a SVA, while the dashed line shows the
network packet path when no firewall VA is being used.

through the host-only virtual NIC to be processed by the SVA. Then
the VA will deliver them again through another virtual NIC bridged
to the physical network as indicated by the solid arrows. We will discuss this in more detail in Section 5.3. As one might expect, this will
affect the network performance, so it is worth studying network performance degradation due to the SVA to check the feasibility of this
approach.
5.3

performance overhead

There are many publications regarding the network performance of a
VM. In Ref. [120], different network performance tests were run from
a VM to show how close the network performance of VMs is to the
physical ones.
The tests that we carry out in this chapter are different. On one
hand we are using common personal computers, while on the other
we are testing the network performance of the physical host machine
when all its network traffic passes through the VA running on this
same host. In other words, the VA is not the final destination but just
part of the path that the network packets have to travel through when
leaving or entering the host.
In Ref. [74], the authors study the performance overhead in the Xen
hypervisor. They state that the computational overhead of the hypervisor and the driver domain cause a reduced network throughput. Although in this chapter we are concerned with network performance
when using desktop virtualization software (instead of a hypervisor
replacing the OS), a similar statement can be made as to the overhead
caused by the virtualization software.
The discussion in Ref. [110] relates more to our experiments as they
are studying the performance of a VM running on desktop virtualiza-
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tion software. Ref. [110] explains the technical details that lead to the
latency incurred when a packet is sent from or to the VM. We can see
from their work that the performance overhead causes include the
world switch (from virtual to physical and vice versa), the additional
IRQs that need to be raised, and the CPU virtualization overhead.
The network packet would normally pass through the network card
to be handled by the OS kernel which would deliver it to the related
application. However observing Figure 16, we can see that when using a virtual firewall, the network packet will be received by the network card and then delivered to the host kernel which in turn will
deliver it to VirtualBox —as the target application— and then from
VirtualBox it will go to the firewall guest OS. Inside the guest OS, it
will be processed according to the implemented firewall rules. If it
is allowed to pass, it will go through the Virtual Box host-only interface to be delivered to the correct application that is waiting for this
packet.
The use of virtualization leads to performance overhead due to
several reasons. These include:
1. Privilege level switching[110]
2. Trapping certain privileged instructions[118][85] (part of the CPU
virtualization overhead)
3. Mapping memory pages[118]
Other reasons that would affect performance for the case of a firewall VA include:
1. The firewall uses up CPU time whenever it processes a packet
according to firewall rules.
2. The firewall uses up CPU time when it performs the Network
Address Translation (NAT) function.
3. There will be several additional necessary interrupts to send
and receive any packet[110].
5.3.1 Protection Rings; Privilege Level Switching
Current CPUs have 4 protection rings, i.e. 4 privilege levels, as shown
in Section 4.3.5 in Ref. [56]. For normal OS functions, the OS usually
switches between privilege level 0 and privilege level 3; the kernel
would run in privilege level 0 and user applications in privilege level
3. Most virtualization software will use privilege level 1 to run the
guest OS [85]. Eventually the host OS switches between the host kernel running in privilege level 0 and the guest OS running in privilege
level 1 and the user programs running in privilege level 3 as shown
in Figure 17. This means additional privilege level switching needs to
take place and this in turn consumes additional CPU cycles[110].
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OS

Level 0

Level 0

Level 1

Level 1

Level 2

Level 2

Level 3

Host OS

Level 3

Guest OS

User Applications

User Applications

Figure 17: CPU protection rings and virtualization: The host OS runs in privilege level 0, while the applications run in privilege level 3. A
virtualized guest OS usually runs in privilege level 1.

5.3.2 Trapping certain privileged instructions
As already mentioned, the guest OS cannot run in level 0 but instead runs in level 1. However, the guest OS will run normally and
even try to execute CPU instructions that require a level 0 privilege.
The virtualization software has to implement some technique to replace the guest OS privileged instructions with suitable ones. For
example, Oracle “VirtualBox contains a Code Scanning and Analysis Manager (CSAM), which disassembles guest code, and the Patch
Manager (PATM), which can replace it at runtime code scanning and
patching[85].”
5.3.3 Virtual to Physical Memory Mapping
When the guest OS accesses its memory, it will actually be accessing
virtual memory pages mapped to physical ones[118]. The real-time
mapping between the physical and virtual memory space is another
cause of virtualization overhead.
5.3.4 System Interrupts
A VM hosted using desktop virtualization software will require additional system interrupts to access the network[110]. Running the
VM as a firewall with 2 NICs necessitates additional interrupts as the
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packet is first delivered to the VA, then it has to leave the VA to be
delivered to the host OS.
We will use Figure 18 to shed more light on the additional necessary steps. Let’s consider the action of receiving a network packet as
an example. First the network packet reaches the physical NIC, which
will lead to an interrupt. The CPU might be executing a certain program in privilege level 3 but it has to call the required function to
handle this interrupt; this usually means switching to privilege level
0 to process the packet and deliver it to the OS.
When using a firewall VA, instead of delivering it directly to the OS,
“VirtualBox Bridged Networking Driver” will be invoked because the
physical NIC is bridged to the virtual NIC2 as discussed in Figure 16.
Now the packet will trigger another interrupt as it needs to be processed by the guest OS. However the interrupt will this time be on
the virtual CPU. In VirtualBox, the guest OS is run in privilege level
1. Inside the guest OS, the packet will be processed by the firewall. It
might be filtered out depending on the imposed firewall rules. Moreover, we have enabled a NAT functionality, so the packet will be resent
accordingly. There might be certain programs that will be triggered
by the incoming packet and need to run in privilege level 3. After the
guest OS finishes processing the packet, it needs to pass it to the host
OS. This will issue an interrupt to use virtual NIC1. This will lead to
another interrupt on the host OS as it has an incoming packet. Running in level 0, the host will handle the received packet as now it is
addressed to its final destination.
Obviously this leads to an overhead on every single packet that is
sent or received. We wanted to answer the question of, what level
of network performance we can expect when using a virtual firewall.
In order to answer this question, we created a set of network configurations similar to those that we would encounter in real network
communications.
We wanted to know how such a system configuration would perform with real TCP and User Datagram Protocol (UDP) traffic. Using
netperf, we can use the bulk data transfer tests to study the bandwidth; netperf allows us to configure the socket and message sizes.
Moreover, we used the Request/Response tests to study the latency;
netperf allows us to set the send and receive packet sizes. Every test
was run with two configurations: one with a direct connection to the
server and another with a VM configured as a firewall.
5.4

the network test environment

We begin by describing the implementation before introducing the
network performance results. The network setup of the experiment
is shown in Figure 19, where a PC connects through a VA to a server
that runs on physical hardware.
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Receiving a Packet Directly

Receiving a Packet
through a Security VA

Ethernet HW

Ethernet HW

Device Interrupt

Ethernet Driver
Raise IRQ

OS

Device Interrupt

Host Ethernet Driver
(Physical bridged to NIC1)
Bridge Code

VMNet Driver

VirtualBox VMM
Raise IRQ

Guest OS
FW filters the packet
and performs NAT.

VirtualBox VMM

VMNet Driver
Device Interrupt

Host Ethernet Driver
(Local-only connected to NIC2)
Raise IRQ

Host OS
Figure 18: Receiving a packet: The left side shows receiving a packet in
usual cases and the right side shows receiving a packet when using a firewall VA. There are additional interrupts and processing
overhead.
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Server
(running on
native hardware)

100 Mbps
Switch

Security VA
VirtualBox on
MS Windows

Figure 19: The network setup for the experiment.

5.4.1 The Firewall Virtual Appliance
In Ref. [88], Prevelakis uses OpenBSD to create a minimal firewall to
protect a MS Windows 2000 laptop. Conceptually, our setup is similar to the virtual firewall in Ref. [88] but with certain technical differences. First, we used VirtualBox[84] as our desktop virtualization
software. VirtualBox is virtualization FOSS and it is quite rich in features. Moreover, being FOSS, there are no restrictions on publishing
performance tests which makes it ideal for our purposes. Second, we
used SmoothWall Express[71] to create the virtual firewall. SmoothWall Express is an open source firewall project based on GNU/Linux
that started in 2000. It incorporates all the features expected in a modern firewall available in some of the expensive alternatives, such as a
GUI interface with network utilization graphs, anti-virus and IDS and
therefore is a suitable choice for creating the virtual firewall to use in
our tests. In brief, instead of using a minimal firewall as Ref. [88], we
used a complete firewall with a GUI, logging and additional security
functions that range from IDS to anti-virus.
Using VirtualBox, we created a VM with SmoothWall Express firewall and configured it with 2 virtual NICs; the first virtual NIC is configured as “Host-only” and is completely isolated from the physical
network, while the second NIC is configured as “Bridged” and therefore has to be attached to a physical NIC. On the MS Windows host OS,
the different drivers/items used by the physical NIC can be turned off
except for the “VirtualBox Bridged Networking Driver” which is the
only item necessary for the VM to communicate with the physical
network. The firewall is configured to use NAT in order to provide
network access to the protected host.
The specifications of the firewall VA are as follows:
os SmoothWall Express 3.0 SP1
cpu 1 core of the host machine
memory 256 MB RAM
disk 2 GB

59

5.5 bandwidth tests

nic1 PCnet-FAST III (Am79C973)
nic2 PCnet-FAST III (Am79C973)
5.4.2 Client/Desktop Configuration
We wanted to create a setup that is similar to what we would find
on current average computers. The two desktops have identical hardware:
os MS Windows XP SP3 32-bit edition
and MS Windows 7 64-bit edition
cpu AMD Athlon64 X2 Dual Core 2.90 GHz (5600+)
memory 2 GB
disk Seagate Barracuda 7200 rpm 500 GB
nic Artheros L1 Gigabit Ethernet Driver
5.4.3 Server Configuration
The server was configured as follows:
os (GNU/Linux) Ubuntu 9.10 Server 64-bit edition
cpu AMD Athlon64 X2 Dual Core 2.90 GHz (5600+)
memory 4 GB RAM
disk Seagate Barracuda 7200 rpm 1 TB
nic Intel Gigabit Ethernet Driver
5.4.4 Benchmark Tool
We used netperf[59] to carry out the bandwidth and latency tests.
We ran each test for 10 minutes. Moreover each test was repeated at
least 5 times in order to ensure consistent results with a 99% ± 0.5%
confidence level.
5.5

bandwidth tests

Using netperf, we carried out several bulk transfer tests on the MS
Windows XP host and the MS Windows 7 host for both the TCP and
UDP protocols. We set the socket buffer size to 56 KB on both the
host and server and measured bulk transfer with a 4 KB message
size. Then we set the socket buffer size to 32 KB on both the host and
server, and checked the bulk transfer rate with a message size of 4 KB
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then 1 KB. The bulk transfer results on the TCP protocol for Windows
XP host and Windows 7 host are shown in Table 5 and shown as a
graph in Figure 20. The results using the UDP protocol are shown in
Table 6 and shown as a graph in Figure 21.
TCP is used quite often because of its reliable transmission mechanisms; most of the users’ programs utilize the TCP protocol. If the
computer is connected directly to the server using a 100 Mbps Ethernet connection, the maximum bandwidth was measured as 94.38
Mbps (where 1 Mbps is equal to 1 × 106 bits/sec) as shown in Table 5.
The performance dropped to approximately 91 Mbps in the case of
MS Windows 7 and dropped to approximately 84 Mbps for XP due to
the SVA configured as described earlier. Hence, the total performance
degradation was less than 4% for MS Windows 7 and less than 12%
for XP. Although 11.29% degradation might sound large, 84 Mbps is
still way beyond the needs of the average user.
Actually a computer user rarely utilizes a 100 Mbps link to its full
capacity; an average user’s Internet utilization usually does not exceed 2 Mbps, and might reach 10 Mbps or 20 Mbps during heavy
downloads for short periods of time. The reason for this is that bandwidthdemanding Internet applications such as online streaming radio stations usually transmit at a bitrate between 64 kbps and 256 kbps. Similarly for streaming video websites, the bitrate is up to 200 kbps for
normal quality videos (screen resolution of 320 × 240 resolution), up
to 900 kbps for high quality videos (screen resolution of 480 × 360 resolution), and finally around 2 Mbps for High Definition (HD) quality
videos.
On the other hand, even if the Internet Service Provider (ISP) subscription is 100 Mbps broadband speed or 1 Gbps for example, the
download speed might reach 10 Mbps or 20 Mbps data transfer speed
in best cases as it is usually capped by the remote download server.
It can be noticed that the usual bottleneck on the Internet nowadays
tends to be the remote servers and not the high-speed Internet subscription plan. Hence, even for the most bandwidth-demanding Internet applications, the necessary bandwidth is less than one fourth of
what a SVA can process.
Finally, let’s consider two products in the market from Juniper Networks and from Cisco. The Juniper IDP75 is an intrusion detection
and prevention appliance for small and mid-size businesses and supports a maximum throughput of 150 Mbps data transfer speed [61].
The Cisco ASA 5505 is described as a “full-featured security appliance for small business, branch office,...” and it supports up to 150
Mbps data transfer speed [25]. Both of these security appliances are
for small business, i.e. for several simultaneous users, and they support 150 Mbps as maximum. Hence, a SVA that supports above 80
Mbps data transfer speed for a single user is considered quite fast by
current business standards.
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Besides many of the Domain Name System (DNS) requests, UDP is
used in many media streaming protocols that do not need to guarantee the delivery of all the packets. Because it is connectionless and
requires less overhead than TCP, we can see that it generally allowed
higher bulk transfer rates as shown in Table 6. Moreover, we can see
that the degradation in performance didn’t go beyond 4.08% in the
case of MS Windows 7, while it reached 2.78% in XP’s case.
Similarly, we can see that the most bandwidth-demanding applications nowadays don’t reach even one fourth of the bandwidth that a
complete SVA can process.
5.6

latency tests

We used netperf’s “Request/Response” in order to study the effect
of the firewall VA on the network latency. This test is “a synchronous,
one transaction at a time, request/response test,” where “a transaction is defined as the completed exchange of a request and a response[60].”
The output of this test indicates the average number of transactions
that took place during one second.
To study the latency when using TCP, we used TCP_RR, which
stands for TCP Request/Response. TCP_RR works by establishing a
TCP connection at the beginning then exchanging packets of preset
sizes for the test duration and finally breaking the TCP connection.
This is similar to the mechanism of downloading or uploading a single file over HTTP or FTP protocols for example. The TCP_RR test
allows us to control the sizes of the request packet and the response
packet. We set the request-response sizes to 1–1 (one byte request, one
byte response), 32–256, 32–512, and 32–1024. The numerical results of
our tests for Windows XP and Windows 7 hosts are shown in Table 7
and shown as a graph in Figure 22. The maximum degradation in
performance was at the 1–1 case: in XP’s case, it dropped from 4879
to 2248 which is around 54%.
The question that we pose now is whether a rate of 1590 transactions/second (the lowest we recorded) is acceptable. To answer this
question, we setup a test machine to represent a heavy user. We
ran multiple messaging and chatting programs, opened more than
one webmail account simultaneously, connected to a streaming radio station, setup several downloads in the background, continuously
browsed websites, etc. We noticed that none of these tasks reached
even 20 transactions per second. Eventually, we can clearly see that
this is negligible when compared to the possible number of transactions/second that the system can maintain.
Finally, we compare again the SVA performance with the Cisco ASA
5505. According to Ref. [25], the ASA 5505, which is intended for
a small business, can support up to 4000 new connections/second.
Consequently, the performance of the SVA can support more than 2000
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connections/second for a single user and this is quite high according
to the current industry standards.
In order to study the latency in UDP communications, we used
UDP_RR short for UDP Request/Response. Again, this test exchanges
UDP packets of preset sizes during the test duration. Since UDP is connectionless, there is no need to establish a connection and later break
it as in the TCP case. One real scenario that uses UDP and resembles
this test is a file transfer over Trivial File Transfer Protocol (TFTP). As
with the TCP_RR test, we test the 1–1 (one byte request, one byte response) case, 32–256, 32–512, 32–1024, and we add one extra test with
516–4 to simulate a TFTP file upload. The numerical results are shown
in Table 8 and shown as a graph in Figure 23. As with the bulk transfer tests, the request/response tests scored higher in the case of UDP
since it is connection-free and simpler to implement.
5.7

conclusion

The increase in computer performance and development of multicore processors for personal computers in recent years allow new
applications including SVA that were not possible up until now. To
study their impact on network performance, we configured an integrated SVA using SmoothWall. This SmoothWall is an all-inclusive
firewall distribution that includes an IDS, anti-virus, and a VPN server
among other security and administration functions. In other words,
the SmoothWall VA contained all the expected functions from current
commercial integrated security appliances including traffic monitoring and logging.
We tested the network performance of this SVA on MS Windows
XP and 7 to study the virtualization overhead. The test results show
that using a SVA, the network performance of the host machine is excellent compared to the current products in the market. For instance,
this SVA allows 80 Mbps data transfer speed for a single user, while
small hardware appliances usually allow up to 150 Mbps data transfer speed for a small office. One integrated security appliance can
support up to 4000 new connections/second for the users of a small
office combined. Our tests show that this SVA can support more than
2000 connections/second for a single user. Hence, we can clearly see
that the performance level of this SVA was quite on par with physical
hardware which makes this a solid solution.
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Socket size (KB)

56

32

32

Message size (KB)

4

4

1

Win XP direct (106 bits/sec)

94.38

94.38

94.38

84.79

83.76

83.72

Degradation percentage

10.16%

11.25%

11.29%

Win 7 direct (106 bits/sec)

94.37

94.38

94.38

Win 7 via VA (106 bits/sec)

91.20

91.03

91.01

Degradation percentage

3.36%

3.55%

3.57%

Win XP via VA

(106

bits/sec)

Table 5: Results of the bulk transfer over TCP (with the TCP_STREAM) option on the MS Windows hosts.

TCP Bulk Transfer

96

Bandwidth in Mbps

94
92
90
88
86
Win 7 through VA

84

Win 7 Direct
82
Win XP through VA
80
SS=56KB,
MS=4KB

Win XP Direct
SS=32KB,
MS=4KB

SS=56KB,
MS=4KB

TCP_STREAM Settings

Figure 20: Results of the bulk transfer over TCP (with the TCP_STREAM)
option on the MS Windows hosts.
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Socket size (KB)

56

32

32

Message size (KB)

4

4

1

Win XP direct (106 bits/sec)

95.99

95.99

94.18

94.14

94.22

91.56

Degradation percentage

1.93%

1.84%

2.78%

Win 7 direct (106 bits/sec)

95.97

95.95

94.17

Win 7 via VA (106 bits/sec)

92.05

92.05

93.66

Degradation percentage

4.08%

4.06%

0.54%

Win XP via VA

(106

bits/sec)

Table 6: Results of the bulk transfer over UDP (with the UDP_STREAM)
option on the MS Windows hosts.

UDP Bulk Transfer

96

Bandwidth in Mbps

95
94
93
92
Win 7 through VA

91

Win 7 Direct

90

Win XP through VA
89
SS=56KB,
MS=4KB

Win XP Direct
SS=32KB,
MS=4KB

SS=56KB,
MS=4KB

UDP_STREAM Settings

Figure 21: Results of the bulk transfer over UDP (with the UDP_STREAM)
option on the MS Windows hosts.
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Request size (byte)

1

32

32

32

Response size (byte)

1

256

512

1024

Win XP direct (trans./sec.)

4879

2449

2448

2447

Win XP via VA (trans./sec.)

2248

2154

1605

1590

Degradation percentage

53.92%

12.05%

34.44%

35.02%

Win 7 direct (trans./sec.)

4884

2457

2448

2447

Win 7 via VA (trans./sec.)

2436

2156

1851

1713

Degradation percentage

50.12%

12.25%

24.39%

30.00%

Table 7: Results of the TCP Request/Response (TCP_RR) test with varying
request and response packet sizes on the MS Windows hosts.

TCP Request/Response
5000
4500
Transactions per second

4000
3500
3000
2500
2000
1500
1000

Win 7 through VA
Win 7 Direct

500

Win XP through VA

0
Req=1B,
Res=1B

Req=516B,
Res=4B

Win XP Direct
Req=32B,
Res=256B

Req=32B,
Res=512B

TCP_RR Settings

Figure 22: Results of the TCP Request/Response (TCP_RR) test with varying request and response packet sizes on the MS Windows hosts.
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Request size (byte)

1

32

32

32

516

Response size (byte)

1

256

512

1024

4

Win XP direct (trans./sec.)

4883

2452

2446

2448

2449

Win XP via VA (trans./sec.)

2253

2244

2120

1774

2128

Degradation percentage

53.86% 8.48%

13.33% 27.53% 13.11%

Win 7 direct (trans./sec.)

4884

4869

2449

2448

2450

Win 7 via VA (trans./sec.)

2444

2408

2217

1822

2220

Degradation percentage

49.96% 50.54% 9.47%

25.57% 9.39%

Table 8: Results of the UDP Request/Response (UDP_RR) test with varying
request and response packet sizes on the MS Windows hosts.

UDP Request/Response
5000
4500
Transactions per second

4000
3500
3000
2500
2000
1500
1000

Win 7 through VA
Win 7 Direct

500

Win XP through VA

0
Req=1B,
Res=1B

Req=516B,
Res=4B

Win XP Direct
Req=32B,
Res=256B

Req=32B,
Res=512B

UDP_RR Settings

Figure 23: Results of the UDP Request/Response (UDP_RR) test with varying request and response packet sizes on the MS Windows hosts.

Part II
P R O T E C T I N G S E RV E R S

P R E V E N T I N G AT TA C K S I N R E A L - T I M E T H R O U G H
T H E U S E O F A D U M M Y S E RV E R

abstract
Zero-day exploits against servers pose one of the most challenging
problems faced by system and security administrators. Current solutions rely mainly on signature databases of known attacks and are
not efficient at detecting new attacks not covered by their attack signature database. We propose using a dummy server, i.e. a mirror of the
server to be protected but without the real data. Consequently, any incoming network packet is first tested against the dummy server and
once it is ensured that the packet is benign, it is delivered to the real
server. This would prevent all types of attacks, including those based
on zero-day exploits, from reaching the protected server.
6.1

introduction

Current commercial IDS solutions detect attacks by comparing the
passing network packets or their patterns against a database of attack
signatures. An IPS works similarly with the addition that it can stop
an ongoing attack. Unfortunately IPS solutions cannot detect attacks
outside their attack signature database.
This chapter proposes a solution to detect malicious packets in realtime without relying on an attack signature database. Instead, the proposed solution relies on processing the incoming packets in a dummy
server to confirm that they are benign before delivering them to the
protected server.
The contribution of this chapter can be summarized as proposing
a technique to prevent system intrusions over a network, without the
need for relying on a database of attack signatures. Consequently, the
proposed solution is expected to be efficient against unknown attacks,
such as zero-day exploits.
6.2

problem

One of the most critical threats lies in zero-day exploits. These exploits are not previously known or published. The entity that discovers such an exploit might decide to use it for personal motives, which
range from achieving monetary gain to supporting a political agenda,
instead of reporting it to the software vendor. Consequently, it is usu-
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ally used against targets or victims who have no previous knowledge
that such a software vulnerability exists in their deployed systems.
Vulnerabilities in software are commonly discovered by security
researchers. A software vulnerability means that a program will behave in an unusual way, such as crash, if a certain condition is met or
specific input is used.
Once a software vulnerability is discovered, the researcher needs
to ensure that it is repeatable. Moreover, she would try to prove that
it is grave and dangerous as this decides the value of the resulting
exploit. For example, an exploit that allows remote code execution
has a higher value —be it price in the black market or bounty via the
software vendor— than an exploit that can only crash the system.
There are currently several approaches that software vulnerability
finders and exploit developers follow:
1. Use it themselves whether to achieve fame or personal gratification or make an activist or political statement.
2. Sell it in the black market for a non-trivial amount of money,
depending on how critical the software vulnerability is.
3. Share it with their own group, who can be an underground or
a government funded group.
4. Communicate the software vulnerability details to the vendor in
order to achieve a proper fix as soon as possible. Recently different vendors, such as Google [125], Facebook and Microsoft [54],
started to offer bug bounty program to incentivize researchers
to report to the related software vendor.
It is also worth noting that currently there are two markets for
exploits:
1. Black market including cyber-criminals [76]
2. Government agencies [43, 44]
One might think that reporting the discovered vulnerabilities to
the vendor is the best way to protect the users of the vulnerable software; however, this is not always the case as some vendors share the
software vulnerability details with their government agencies before
releasing a patch [93]. This practice can give such government agency
a window of several weeks to break into the systems of the vendors’
clients, who are using this vulnerable piece of software. These clients
would remain vulnerable till the vendor releases a patch and they
apply it on their systems.
6.3

current solutions

Protecting servers from online threats is a challenging task and usually requires constant monitoring and regular updates. Moreover, the
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value of the information on the protected server might further draw
the attention of attackers. In particular, servers that contain credit
card information of clients, commercial/trade secrets, business plans,
personal records of employees or customers, company emails, software source code and even gaming servers are some of the common
targets of attackers.
Preventing an attack from successfully taking place requires the
use of various tools, in particular, IPS solutions. The aim of an IPS is
to prevent an attack from taking place. This requires two conditions:
1. Ability to detect packets with malicious content in real-time.
2. Ability to block the detected malicious packet from entering the
network. This usually requires control over a firewall or router.
Detecting such packets in current commercial systems is usually
achieved through an attack signature database. Some systems might
also rely on other factors such as packet rate, among other criteria
that indicate unusual behavior.
In brief, current IPS technologies are divided into:
signature-based ips This kind of IPS implementations relies on
signatures of known attacks in order to protect the network. In
other words, it learns what’s considered abnormal in order to
allow what’s normal.
anomaly-based ips This kind of IPS relies on machine learning
or pattern recognition to detect packets that deviate from normal behavior. In others words, it learns what’s normal to detect
what’s abnormal. This approach is still under research and is
generally not ready for production environments. It is worth
noting that unlike behavior-based IPS, anomaly-based IPS cannot describe what’s normal in human understandable terms.
network behavior analysis-based ips This kind of IPS
relies on observing and learning normal patterns in order
to block packets that show unusual behavior. Unusual behavior means different things for different vendors. One example is the communication between two hosts that don’t
normally communicate. We consider this type to be a subclass of anomaly-based IPS.
Unfortunately, current IPS solutions remain limited in their capacity and cannot prevent software zero-day exploits, which remain a
serious threat.
6.4

proposed solution

The aim of our proposed solution is to create a system that can prevent intrusions that rely on software vulnerabilities and exploits, including intrusions using zero-day exploits. In order to achieve this,
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we propose trying every packet against a “dummy server.” By dummy
server, we refer to a virtual server identical in its software to the server
being protected, but not containing confidential data. The packet is
first delivered to the dummy server, and only after confirming that
the dummy server shows no sign of compromise after processing
the packet in question, this packet will be delivered to the protected
server.
In other words, we are proposing to setup a virtual system identical
to the system being protected and then transmit a copy of the incoming packets to the virtual system. In the meantime, we monitor the
state of the virtual system to check whether it has been compromised.
For example, we would monitor the memory of the virtual system for
any signs of buffer overflow attacks.
6.4.1 Solution Components
The proposed system uses the following components:
protected server This is the server that we want to protect; it can
be any type of server that responds to client requests, such as a
web server. It does not initiate connections to the clients.
dummy server This is a virtual server that uses software identical
to the server that we want to protect. We can think of it as a
mirror copy without the confidential data. In other words, the
system and network configuration, the installed applications,
etc. are as similar as possible to those of the protected server.
It will be a virtual machine that can be quickly and efficiently
reset to a clean state; moreover, it should be possible to run
multiple virtual machines, or dummy servers, simultaneously
on a single virtualization host server.
ips router This router is configured so that it sends a slightly modified version of the incoming packets to the dummy server. Modification of the packets is minimal and includes only the minimum changes necessary to allow the dummy server to process
the incoming packet, such as modifying the destination IP address. It waits for feedback from the intrusion detection module
to decide whether to forward the current packet to the protected
server.
intrusion detection module This module uses any of the available technologies to check whether the dummy server has been
compromised.
Figure 24 shows the general network setup of a client communicating with a server and also shows our proposed system in place.
In particular, we can see that a special router is necessary; we label
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this router as IPS router. The IPS router receives a packet from a client
targeted to the protected server. The IPS router sends the packet to
the dummy server with minimal modification. The dummy server is
given enough time to process the packet and reply back. There is a
feedback loop that tells the IPS router whether the dummy server has
been compromised. After the IPS router confirms that the packet is
benign, it delivers it to the protected server. An alternate diagram of
the proposed solution is shown in Figure 25.

Figure 24: Network diagram of a server with common setup (standard case)
versus setup with the proposed solution in place: In the standard
case, the server receives the packet directly and processes it. In the
proposed system scenario, each packet will be first tested against
a dummy server before delivering it to the protected server.

6.4.2 Connectionless Versus Connection-Oriented Protocols
The proposed solution handles connectionless protocols, such as UDP,
and connection-oriented protocols, such as TCP, differently. In the case
of UDP, each packet can be processed and tested independently. In
other words, it is not necessarily critical that all UDP packets from the
same client are tested against the same dummy server instance. This
might not hold true for all protocols that use UDP, but it holds true
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Figure 25: Block diagram of the system proposed to detect zero-day exploits
in real-time: The IPS router sends each packet to a dummy server
and waits for the intrusion detection module’s feedback. Once it
is confirmed that the dummy server is not compromised, the IPS
router delivers the packet to the protected server.

for many of them. We propose testing an incoming UDP datagram as
follows:
1. Use the dummy server allocated for the client, identified by its
IP address. If no dummy server has been allocated yet, start
with a fresh instance, i.e. reset to a clean state.
2. Deliver the incoming UDP datagram to the dummy server after
the necessary modification.
3. Check the status of the dummy server:
a) If it is confirmed that the dummy server has not been compromised, deliver the packet to the protected server. Wait
for the next UDP datagram. If the client does not send any
further packets, the dummy server instance can be reset to
free system resources.
b) Otherwise, if the dummy server has been compromised,
consider the client as malicious and block it from sending
further packets. Hence, the dummy server instance will not
receive any further packets.
As a practical example of UDP communication, we discuss DNS
query in Section 6.4.3.
In the case of TCP, we cannot consider a TCP packet independently
of the whole TCP connection. An attacker might initiate a TCP connection and try to exploit a vulnerable service at any point throughout the initiated connection. Consequently, the whole TCP connection
must be tracked and tested against the same instance of the dummy
server. Consequently, when a client tries to initiate a TCP connection,
the same dummy server will be used throughout the connection as
follows:
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1. After a client tries to initiate a TCP connection, if a dummy
server instance has been allocated to this client, use it. Otherwise, start a new instance.
2. Deliver the incoming TCP packet to the dummy server after the
necessary packet modification.
3. Check the status of the dummy server:
a) If it is confirmed that the dummy server has not been compromised, deliver the packet to the protected server. Proceed with the next TCP packet till the TCP connection is
terminated. If the client does not send any further packets,
the dummy server instance can be reset in order to free
system resources.
b) Otherwise, if the dummy server has been compromised,
consider the client as malicious and block it from sending
further packets. Hence, the dummy server instance will not
receive packets any longer.
For a practical example of a TCP connection, we consider the case
of HTTP in Section 6.4.4.
The methodology for testing incoming TCP packets and UDP datagrams appear to be similar; nevertheless, there is one main difference.
In the case of TCP connection, the same dummy server instance must
be used to process all the packets. However, in the case of UDP, it is
not necessary to test all the packets from the same client against the
same dummy server instance. Despite this difference, we would still
prefer and expect that one dummy server instance is allocated for
each unique client, as identified by its IP address.
6.4.3 UDP Communication Example
For a practical example, we consider the case of a DNS server listening on port 53. One example packet exchange is shown in Figure 26.
A graphical representation of the exchanged packets is shown in Figure 27.
Implementing the proposed system will change how the packets
are handled. Figure 28 shows how the proposed system will affect
UDP, with DNS protocol as an example. The client sends a DNS query
to the DNS server. The IPS router receives this query, and before sending it to the (target) protected server, it sends them to the dummy
server and waits for feedback from the intrusion detection module.
Once it is confirmed that the dummy server is still in clean state, the
packet is routed to the protected server.
In the usual case, the router will simply route the packet to the DNS
server after decrementing the Time to Live (TTL) counter. In case of
the IPS router, a modified DNS request based on the original packet
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Figure 26: Example IP packets using UDP protocol: the first packet contains
a standard DNS query for www.lib.gunma-u.ac.jp, while the second packet shows a standard DNS query response from the DNS
server.

Figure 27: A graphical representation of the DNS query and query response
shown in Figure 26.
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Figure 28: We consider DNS over UDP as an example to show how the
proposed solution handles UDP protocol. The proposed system
starts by sending a modified version of the original DNS query to
the dummy server. If it is confirmed that the dummy server is not
compromised, the original packet is routed to the real protected
server. However, if the dummy server becomes compromised, the
client is blocked and the dummy server is reset and the incident
is reported to the administrator.
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—the destination IP address is altered— is sent to the dummy server.
After confirming that the mirror is not compromised, the original
packet is routed to the protected server. A practical example is shown
in Figure 28.
6.4.4 TCP Communication Example
The case of protecting TCP services is similar to the case of UDP, although TCP is more complicated. Figure 29 shows an example of a
TCP connection. The first three packets show the initiation of a TCP
connection through a “3-way handshake.” The client sends a SYN
packet to the server, which responds with an SYN ACK packet, and
the client responds again with an ACK packet, thus initiating the connection. The last two packets show the disconnection process. The
client sends a FIN ACK packet and receives an ACK packet confirming that the TCP connection is terminated. A graphical representation
of this example is shown in Figure 30.

Figure 29: Example of TCP session: The first 3 packets show TCP 3-way
handshake. The client initiates the session with a SYN packet, receives a SYN and ACK packet from the server and replies to that
with an ACK packet. The last two packets show proper TCP session termination. The client sends FIN ACK packet to terminate
the session and the server replies with an ACK packet.

The effect of the proposed solution on a TCP connection is shown
in Figure 31. On the initial stage of the connection is shown, but the
process continues similarly. The clients sends a SYN packet to initiate
a connection, the IPS router sends the packet to the dummy server
after making the minimal necessary modifications (such as destination IP address). Once the dummy server processes the packet and
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Figure 30: A graphical representation of the example TCP session shown in
Figure 29.
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it is confirmed that it is still in a clean stage, the IPS router delivers
the original packet to the protected server. The IPS router needs to
maintain a separate TCP connection with the dummy server throughout the whole life of this TCP connection with the protected server.
In other words, the IPS router needs to keep track of the random sequence numbers used in order to properly modify the new packets
in a way that the dummy server would process them as part of an
ongoing connection. We propose that one dummy server would be
used to handle each client, identified by its source IP address.

Figure 31: An example of handling the first packet of a TCP connection: The
IPS router delivers a modified version of the received packet to
the dummy server. If it is confirmed that the dummy server is not
compromised, the original packet is routed to the real protected
server. The same process is repeated for the remaining packets.
Each TCP session has to be maintained with the same dummy
server.

6.4.5 Encrypted Protocols
The case of encrypted protocols is more complicated. We consider the
case of Secure Sockets Layer (SSL) protocol [45], but the discussion
also holds for Transport Layer Security (TLS) protocol [33]. In order to
initiate an SSL connection with the server, a client needs to perform
an SSL handshake with the target server. In Figure 32, we show an
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abbreviated SSL handshake as depicted in RFC 6101 [45]. This starts
with the client sending ClientHello message, where the client informs
the server of its supported algorithms along with a random number
that the client generated for this session. The server replies with a
ServerHello message, where the server specifies the algorithm to be
used along with a random number that the server generated for this
session. For our purposes, we are interested in the server generated
random number.
In order for the dummy server to be able to process the packets
exchanged between the client and the protected server, the dummy
server needs not only to have access to the protected server’s private
SSL certificate, but also it needs to know the random number that is
generated by the protected server. It is feasible to setup the protected
server’s SSL certificate on the dummy server. The remaining challenge
is related to the random number generated by the server for the session. We propose that we allow the protected server to process these
requests before the dummy server, so that some method is used to
communicate the generated random number with the dummy server.
Consequently, the dummy server will be able to follow the encrypted
connection and test the incoming packets before they reach the protected server.

Figure 32: Message flow for an abbreviated SSL handshake according to
RFC 6101 [45]
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6.5

advantages

Our approach offers several advantages. In particular, it allows detection of any exploit even it is previously unknown. The dummy
server allows testing any incoming packet and study what effect it
can have on the protected server. Only after ensuring the integrity
of the dummy server, the packet is delivered to the (main) protected
server. This would ensure that no damaging stream of packets would
reach the protected server.
On the other hand, the system allows almost instantaneous recovery of the dummy server, thus avoiding any delay due to attempted
attacks. The dummy server could be setup as a virtual machine or
any other system that would allow instantaneous recovery to a clean
state.
It can be argued for using the protection system directly on the
protected server; however, this leads to several disadvantages. When
the malicious exploit code starts executing and the protection system
detects it, there must be some reliable way to block it from completing. Alternatively, we need some reliable way to recover the state of
the protected server instantly without interrupting other users. This
creates a challenge on two levels:
1. It is not easy to detect the exploit code before it starts executing
if the IPS system is relying on the behavior of the code.
2. After the exploit code starts executing, it can be challenging to
recover from or undo the malicious changes.
By moving the detection of malicious packets to a different server,
we avoid the above two challenges. Furthermore, the achieved system
remains simple and manageable.
Another advantage is that the protected server does not require any
modification on the software or hardware levels for most protocols.
All the protection is carried out outside the protected system.
The design is modular in the sense that it would allow almost any
kind of exploit detection system to be used. In other words, it is independent from the exploit detection technology used on the dummy
server. In fact, it is quite feasible to use multiple and different exploit
detection systems simultaneously if that is perceived to increase the
protection level as shown in Figure 33.
6.5.1 Scalability
From the scalability point of view, the proposed solution can be efficiently scaled to handle an increasing number of clients. We expect
that each client —identified by its source IP address— would require
a separate VM to test its incoming packets and confirm that they are
benign. By VM, we refer to the dummy server instance. The number of
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Figure 33: Multiple different exploit detection systems can be used simultaneously.

virtualization host servers will increase linearly with the number of
clients. Virtualization host server refers to the physical system setup
with suitable virtualization software to run multiple guest VMs.
We expect that there would be m virtualization host servers to run
the VM instances that are used to test incoming packets. Each virtualization host server would be able to run n VMs. In other words, one
host server is able to test incoming packets from n separate source IP
addresses with its n VMs. Consequently, m virtualization host servers
would be able to handle traffic from m × n clients. If more than m × n
clients are expected to use the protected server at the same time, additional virtualization host servers need to be added.
6.6

limitations

The proposed solution is intended to protect servers against exploits
targeting unpatched software vulnerabilities. Consequently, this solution cannot protect against attacks that don’t exploit vulnerable services. For instance, if the attacker succeeds in acquiring the necessary
login credentials to access a server, the proposed solution will not be
able to prevent this attacker from accessing confidential data stored
on the server. This is because obtaining legitimate credentials allows
any user to access the respective system areas in a way that would appear normal from the point of view of the exploit detection system.
Another limitation is due to the added delay. Each incoming packet
is tested against a virtual dummy server. And only after confirming
that the dummy server is not compromised, the IPS router proceeds
to deliver the original packet to the intended server. In other words,
there are two causes for this delay:
1. Modifying and delivering the packet to the dummy server
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2. Confirming that the dummy server is not compromised
Therefore, the proposed solution adds a slight delay on all incoming packets. This delay depends on the technology used in the setup
of the dummy server and on the technology used in detecting any
intrusion in the dummy server as well.
6.7

conclusion and future works

This chapter presented an approach that tests the incoming packets in
real-time to prevent intrusions against critical servers. The proposed
technique does not require attack signatures to be created or regularly
updated; instead, each potentially malicious or untrusted packet is
delivered to a dummy server —with software similar to the protected
server— in order to confirm that it cannot cause any damage against
the protected server.
The dummy server might rely on Virtual Machine Introspection
(VMI) technology [49] or possibly a VMM-based IDS [11]. Such techniques provide deep insight regarding the state of the VM and they
are most fit to detect exploits against the dummy server and consequently prevent it from reaching the protected server.
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P R I VA C Y- AWA R E G AT E WAY T O P R E V E N T P R I VA C Y
L E A K S F R O M S M A RT D E V I C E S

abstract
Smart devices are becoming an integral part of our daily life due to
the various applications they can run. One recent study evaluated
around 4000 applications and found out that more than one fifth of
the evaluated applications leak phone identifiers such as IMEI and
phone number [89]. Many users would consider this as an invasion
of their privacy; however, they are either unaware of the stealthy activities of certain installed applications or they don’t know how to prevent it. Similarly many companies have strict policies regarding leaking any data found on corporate phones and tend to reject most applications for this reason. We propose using a modified privacy-aware
gateway that can block privacy leaks from the connected phones. We
setup a working installation and get successful results with various
applications; any phone identifiers are removed from the sent packets [17]. Using this solution we can improve users’ privacy without
consuming the computing resources of the smart devices.
7.1

introduction

Google encourages mobile software developers to create different
kinds of applications for Android devices where application categories range from finance to games. When a user chooses an application and clicks on the install button, he is faced with the set of required “App permissions” that he must accept before downloading
and installing the selected application. The user must explicitly accept
the required permissions to install an application as shown in Fig. 34.
Although some applications don’t require any special permissions,
many apps require “Network communication: Full network access.”
Some applications go a step further and require access to “Phone
calls: Read phone status and identity.” This permission allows the
application to access unique identifiers such as [98]:
imei International Mobile Equipment Identity
meid Mobile Equipment IDentifier
esn Electronic Serial Number
imsi International Mobile Subscriber Identity
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Consequently combining the above two permissions would give an
application the ability to send unique identifiers of the smart device
through the Internet. More examples can be found in [6].
On the other hand, the requested permissions might be incomprehensible for some users to understand, so they just click the “accept”
button. In fact, research by Kelly et al. showed that although permissions displays are read, they are generally not understood which
prevents users from making fully-informed decisions [63]. It is also
worth noting that in one lab experiment, Kelly et al. found that presenting the privacy permissions in a more comprehensible manner
while the user is making her decision, and not after, allowed the users
to make choices that better protect their privacy [64].
Moreover, research suggests that the timing of showing the privacy
permissions affects the users’ decision. In other words, the user might
decide differently if she was presented with the required App permissions while making her choice. Hence the user might tend to ignore
the required permissions as they appear after the user has already
decided to download an application and clicked the “install” button [36].
The required App permissions show one side of the situation, the
other side can be understood by considering the “privacy policy” that
might be provided by the application vendor. Generally speaking,
professional companies tend to provide a privacy policy specifying
the user data that their application collects. However, such privacy
policies tend to be ignored and left unread by most users. A privacy
policy might explicitly state that the application uploads uniquely
identifying information of the user to a remote server. Yet, without
spending enough time to read the privacy policy, the user would
never know what the application does with her data. Even if a user
is willing to fully read the privacy policy, the obligation to provide a
privacy policy depends on the laws of every country. Hence, several
companies and application vendors don’t offer any privacy policy
and give themselves the right to leak any data they want, and even
increase the data they access without even notifying the user —as
long as the App permissions have not changed.
Even with the absence of a proper privacy policy, the permission to
access the Internet is not necessarily malicious. An application might
need Internet access to retrieve certain data from Internet, such as
email messages, maps or search results. It might also need Internet
access to show advertisements in the case of free ad-supported applications and ad networks are not always privacy-invasive. In the age of
cloud services, there might be numerous other reasons to access the
Internet, such as backup to cloud based storage, etc. To know what
data an application might collect, a user needs to refer to the privacy
policy.
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Figure 34: Example Android application permissions
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As applications access the Internet, it is generally difficult to know
what data are being sent or when. The application might be sending
anything from usage statistics to Internet browser history, depending
on the access permissions it has. To face these challenges, some automated way is necessary to protect the common user who wants to
enjoy and benefit from the available applications without delving into
the technical details.
The contribution of this chapter can be summarized as follows:
1. We propose using a proxy gateway server that utilizes Man-inthe-Middle attack as a solution to prevent the leaking of private
data from smart devices.
2. We implement a working prototype to confirm the feasibility of
this approach.
Throughout this chapter, we focus on Android mobile phones because Android is open source and can be installed on a wide variety
of devices, including computer virtual machines. However, the proposed techniques should equally apply to smart devices using other
operating systems.
Furthermore, we focus in this chapter on the leaking of private data
related to smart devices, but the proposed solution can be equally
used to prevent the leaking of any type of confidential or private
information. One example would be preventing children from exposing their home address or any identifying information on the Internet,
not only from a smart device but also from a computer. The general
architecture remains the same using a gateway proxy capable of modifying the passing packets.
This chapter is organized as follows. After mentioning the current
problems with application permissions in this Introduction, we discuss the threats facing smart device users in Section 7.2. In Section 7.3,
we present the current approaches to face the diverse threats against
smart devices and related works and solutions. We follow this by
presenting our proposed solution in Section 7.4. We discuss the implementation of our proposed solution in Section 7.5 and evaluate its
advantages and limitations in Section 7.6. Finally we write our conclusion in Section 7.7.
7.2

threats

Threats against mobile phones can be divided into three types:
malware Malware applications include viruses, Trojans and worms.
As the name conveys, the intent of such applications is malicious and might include damaging the device, spying and stealing user information, sending premium-rate SMS for the profit
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of the malware author, joining a botnet among other illegal purposes. By the mid of 2013, Kaspersky Lab has identified more
than 100,000 unique malware samples consisting of 629 families [47]. Moreover, mobile malware is now increasing at a rate
faster than ever.
grayware Grayware is defined as “applications that have annoying,
undesirable, or undisclosed behavior” [112]. A mobile application in this category might collect different information on the
user such as the e-mail address, phone number, device IMEI, etc.
It is also possible that its behavior is within the legal bounds
through a careful wording of its privacy policy [38].
personal spyware These are applications that target clients who
wish to spy on other people [38]. Clients range from police
forces to spouses, where common objectives include tracking
the target’s location and spying on his text messages and phone
calls.
To better understand the privacy invasion through common general applications, we need to recognize the widespread of applications that leak unique phone identifiers. Rastogi et al. evaluated 3,968
applications from Google Play and identified more than 21% applications that leak phone identifiers, such as IMEI and phone number and
more than 5% that leaked the location of the user [89].It is worth mentioning that in an earlier study by The Wall Street Journal, 56 of 101
popular applications for iPhone and Android transmitted uniquely
identifying information without users’ awareness [111]. Both of these
studies targeted general applications. Next, we refer to research regarding malware samples.
Felt et al. analyze the incentives behind 46 malware applications
related to Android, iOS and Symbian. The authors notice that 61% of
the studied malware samples steal user information [38]. Similarly, after analyzing 1,500 malicious applications, Spreitzenbarth found out
that nearly 57% attempt to steal personal information such as IMEI,
address book entries, location, etc. [106].
The separation between legitimate applications and malicious ones
becomes more complicated when some malware authors steal legitimate applications and repackage them after attaching malicious payload [126]. By providing the useful functionality of benign applications, it is even trickier to discover them by the average user. As a
matter of fact, Zhou and Jiang observed that 86% of their 1260 studied malware samples are legitimate applications repackaged with malicious payloads [127].
One might think that the requested App permissions can reveal
the programmer’s intentions. However, in some cases, the application author might mistakenly request a permission that he neither
needs nor uses. Stevens et al. analyzed around 10,000 free Android
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applications from popular markets and observed that “the popularity
of a permission is strongly associated with its misuse” [109]; in other
words, some application authors are inclined to request a permission
because it is popular, not because their application really requires it.
The misuse of a permission can be a security risk especially if the
application is vulnerable.
7.3

current solutions and related works

7.3.1 Permission-Related Solutions
The current literature considers the problem of privacy and grayware
from different angles. One approach is to fix issues related to permissions. Because the current Android permission system does not provide unambiguous comprehensive information about the permissions
required by the application, Rosen et al. propose a different approach
in presenting the necessary permissions so that users can make better informed decisions [95]. To achieve this, first they map API calls
to application behavior types to create a knowledge base. Next, they
use this knowledge base to create application behavior profiles. As
a result, a user can use this generated profile to make an informed
decision whether to install and use the application in question.
Using a different approach, Jeon et al. present an application market system that insert instrumentation codes in each application in
order to give the users complete control over an application’s behavior. Although the proposed system does not require any modification
of the Android OS kernel, the user can monitor and control what an
application can access [58].
7.3.2 Client-Side Anti-Malware Solutions
The anti-virus software is another approach especially that some privacy invading applications fall into malware category. Anti-virus technologies include signature detection, heuristic detection and emulation; however, signature detection remains the fundamental technology in commercial solutions. Based on a regularly updated database,
a mobile anti-virus application can detect and block malicious applications. The anti-virus company constantly searches for new malicious applications to update its database. However, an anti-virus
cannot detect malicious applications that has not been encountered
before and included in its database. Moreover, if the application has
stated in its privacy policy that it will access and upload certain private data, the application would not be classified as a malicious application or spyware.
The most popular approach to protect one’s mobile device is through
an anti-virus application. In fact, Benenson et al. observe that 38% of
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the 506 surveyed Android phone users have an anti-virus scanner installed [19]. The anti-virus might be pre-installed by the manufacturer
or the user might have taken steps to install the anti-virus himself.
Venugopal suggests using signature based detection to create a
virus scanning system for mobile devices [114]. The main challenge
is the limited resources of mobile devices, hence Venugopal proposes
different methods to improve memory usage and scanning speeds to
conserve the battery power and memory of the mobile device. Bose
et al. propose detecting malicious applications using behavioral detection [21]. Behavioral detection relies on observing the run-time
behavior of an application, such as API calls and file accesses, and
then comparing it against normal or abnormal behavior profile. Using Support Vector Machines (SVM) as a machine learning classifier,
they achieve 96% detection accuracy.
Due to the limited resources of mobile devices, a mobile anti-virus
applications is not necessarily as efficient as desktop anti-virus solutions. Rastogi et al. tested the effectiveness of current Android antimalware applications against common malware transformations. They
noticed that current solutions fail against common malware evasion
and obfuscation techniques [90].
7.3.3 Server-side Anti-Malware Solutions
As smart devices suffer from limited computing power compared to
current computers, some researchers suggest moving the scanning
tasks to a cloud service. Jarabek et al. propose using a cloud-based
anti-malware system [57]. By moving the resource intensive tasks to
the cloud, the user can reserve his device storage, processing power
and battery.
As a shift from client anti-virus applications, in February 2012
and to help combat malware in the official Android application market, Google announced a new service codenamed Bouncer that provides automated scanning of Android applications available through
Google Play [68]. A scanning service integrated with the application
market such as Google’s Bouncer [68] would eliminate the urgent
need to install an anti-virus application on one’s smart device.
Rastogi et al. propose a framework to analyze Android applications
using automated dynamic analysis [89]. In order to detect both malware and grayware, the authors use several detection techniques including taint-tracing using TaintDroid [37], sensitive API monitoring
and kernel-level system call monitoring. Spreitzenbarth et al. combine
automated static and dynamic analyses, in addition to monitoring
and logging calls to native APIs, i.e. not Java, in order to automatically analyze Android applications [107].
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7.3.4 Firewall Solutions
Although an anti-virus application is the most widely adopted solution to combat malware, some users rely on a firewall application as
well. A firewall allows the user to specify which application can access the Internet and which one cannot. In general, a firewall cannot
be installed and used until the Android device has been “rooted.”
Rooting a device means that the user has “root” access to its OS, i.e.
maximum access permissions. Similarly an iOS device needs to be
“jailbroken” in order to install a proper firewall. Although this gives
the user complete control over the device, it can also be a security risk
as some vendor updates would fail to install or the user might avoid
them in order not to lose his privileged access to the system.
There have been recent attempts to create firewall applications that
can be setup on Android devices that have not been rooted. This is
achieved by creating a dummy tunnel and requiring all traffic to be
directed through it. Usually this can give the user the ability to specify
which applications can pass through this tunnel and hence access the
Internet. Currently, this seems to be the only potential option to use
a firewall without rooting one’s smart device.
The other limitation is that a firewall would allow or block traffic
either based on different criteria, such as the source application and
the destination IP address. In other words, if an application needs
Internet access permissions for legitimate reasons, it will be allowed
and this would give it the chance to abuse this permission. A basic
firewall has no way of ensuring that an application is not violating
the user’s privacy and uploading confidential data.
Nadji et al. use a different approach. Instead of relying on the devices alone, they propose an infrastructure built on the cooperation
between network sensors and smart devices. They design and implement a prototype, which automatically identifies malicious traffic
through the network sensors and can automatically respond by initiating the proper action via an on-device protected application [78].
In our proposed solution, we rely on specially configured gateway
that modifies passing network packets containing identifying information, such as email address, serial number, etc. and replaces these
values with dummy information. Moreover, the proposed gateway
can be configured to block access to certain malicious servers to help
improve the user’s privacy.
7.4

proposed solution

We propose using a wireless gateway with transparent proxy that
can prevent the leaking of the user’s private information. Unlike regular or caching proxy servers, a transparent proxy does not require
any client configuration. It mediates certain client requests —such as
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Figure 35: Network diagram of smart device connecting to a remote server:
Smart Device A connects to an access point in order to access the
Internet and communicate with Server B.

Figure 36: Network diagram of smart device connecting to a remote server
through a gateway proxy: Smart device connects to the Internet
through the Access Point/Gateway Proxy M. Gateway Proxy M
is a transparent proxy that performs a Man-in-the-Middle attack
and accesses the Internet on A’s behalf.

requests to ports 21 or 80— automatically. It is labeled transparent because the client does not need to know that there is a proxy handling
its requests.
Before discussing the network topology with the proposed solution,
let’s consider the general case of a smart device accessing the Internet
through a wireless access point as shown in Fig. 35. The smart device
connects to an available access point which will route its requests
and sends them over the Internet. Smart Device A can consequently
communicate with Server B.
In our proposed solution, a transparent proxy needs to be setup as
part of the wireless gateway. In other words, Smart Device A needs
to pass through Gateway Proxy M in order to access the Internet
and communicate with Server B as shown in Fig. 36. From the client
(Smart Device A) point of view, Internet access should appear identical to the case shown in Fig. 35.
This gateway proxy must be able to provide Internet access to the
connecting nodes. Moreover, it must be able to prevent the leaking of
any confidential information the uniquely identifies the client. This
necessitates that Gateway Proxy M intercepts and performs a Man-in-
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the-Middle (MITM) attack against all the traffic from Smart Device A.
Using MITM, Gateway Proxy M can modify the packets before sending
them to the target, Server B.
7.4.1 Man in the Middle Attack
is an attack where one party (M) impersonates another party
A as A attempts to communicate with B. There are several variations of this attack depending on the underlying technologies such
as networking protocols and authentication mechanisms. In our case
A tries to initiate connection with B, but M intercepts this connection
as shown in Fig. 36. It appears to A that it is communicating with B
directly, when it is in fact communicating with M. M, on the other
hand, sends the payloads of the original packets to B, with the ability
to make modifications as necessary. Similarly, B thinks that it is communicating with A directly when in fact it is communicating with M.
Similarly, M sends the payloads of the original packets to A.
This kind of MITM attack is necessary for Gateway Proxy M to protect A from leaking identifying information. In particular, before resending the packet payloads to B, M needs to scan for any private
information and replace them with dummy values. Consequently
A won’t be able to leak uniquely identifying information; in other
words, the smart device won’t be able to send its IMEI or serial number, for instance, to B using a clear text channel such as HTTP.
To initiate an encrypted connection over HTTP, A starts by requesting B’s certificate. B replies to A with its certificate, and consequently
A can use an encrypted connection, Hypertext Transfer Protocol Secure (HTTPS), to communicate with B. In the case of encrypted connections such as HTTPS, M’s role becomes slightly more complicated. As
A requests B’s certificate, M must generate a suitable “fake” certificate pretending that it is coming from B and send it to A. Generally
speaking, A will consider the certificate as untrusted as it won’t be
signed by a trusted authority known to A. The target of our experiment is not to conduct an MITM attack, but rather to allow M to
monitor and modify A’s traffic. Hence, in order to make A accept certificates signed by M, we need to make A trust the certificate used
by M for signing. This can be achieved by installing M’s certificate as
trusted on Smart Device A. Similarly, A will think that it is communicating directly with B when it is communicating with M, and B will
think that it is communicating directly with A when it is communicating with M. Similarly, M should prevent the leaking of A’s uniquely
identifying information by modifying packets sent to B as necessary.
MITM
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source

rule

Trusted Servers

Allow all traffic

Unknown

Block packets with private or
confidential information

Known Malicious

Block all traffic

Table 9: Example rules to be enforced by the gateway proxy

7.4.2 Characteristics of the Gateway Proxy
Once M is able to intercept and modify all the traffic from A, both
clear text and encrypted, M will be able to prevent certain private data
from leaving A. In brief, M must possess the following characteristics:
1. To prevent privacy leaks, Gateway Proxy M needs to have knowledge of the private information of the users’ devices, such as
IMEI, phone number, email address, contacts, address book, etc.
Consequently M can scan the packets for related privacy leaks
and modify the packet payloads as necessary.
2. The gateway must be able to monitor encrypted connections,
in particular SSL-based connections such as HTTPS. This necessitates that the gateway performs MITM attack against all passing
connections as mentioned in Section 7.4.1.
3. The gateway must be able to replace any private data with
dummy data in order to protect the privacy of the connecting
user. In other words, M will be resending all packets with new
IP and TCP headers and occasionally modified payloads.
4. For added security, M must be able to block connections, at
least to IP addresses that are known to be malicious. M can be
configured to firewall all connections to black listed servers.
The exact security/privacy policy would depend on the user or the
company. In our experiments, we decided that our aim is to achieve
the following results:
1. Allow all data to be sent to trusted servers.
2. Prevent information leaking by blocking packets containing private data from being sent to servers that have are not in the
trusted listed.
3. Prevent applications from accessing any server on the “black
list” and block all packets destined to them.
This is summarized in Table 9.
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7.5

solution implementation

We wanted to test the feasibility of our solution so we implemented
Gateway Proxy M using Mallory, a transparent TCP and UDP proxy [7].
Mallory is originally created to aid in mobile application testing. It
runs as a transparent proxy server with MITM capabilities to intercept
traffic and modify them in real-time.
Mallory can be setup on a notebook —or PC with wireless network
cared— to function as a wireless gateway. However, to facilitate testing and experimentation, we used virtualization and setup Mallory
as a virtual machine (VM). Using VirtualBox [84] on a Windows 7 PC,
we setup two virtual machines:
• Android 4.1.1 VM
• Debian GNU/Linux VM that runs Mallory
It appears to the smart device (Android VM) that it is accessing the
Internet directly as shown in Fig. 37. However, all traffic must pass
through Mallory VM (Gateway Proxy M) in order for the traffic to
be intercepted. Consequently, we configured Mallory VM with two
virtual network cards, one card is connected to the Internet through
a Bridged Adapter or NAT (Network Address Translation) provided
by VirtualBox. The other adapter is connected to VirtualBox’s Internal
Network like the Android VM so that they can communicate with each
other. All traffic from Android VM will pass through Mallory VM in
order to access the Internet as shown in Fig. 38. Hence, Mallory VM
functions as the proxy gateway to the Android VM.

Figure 37: Smart Device A is setup as an Android VM. It does not notice
any transparent proxy intercepting its traffic and appears to be
accessing the Internet normally.

In order to allow the MITM capability provided by Mallory to function smoothly, we imported the certificate used by Mallory into our
Android VM and trusted it. This way the applications will not issue
any warning or fail to initiate an encrypted connection based on an
untrusted certificate authority.
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Figure 38: Smart Device A is setup as an Android VM, and Mallory is setup
on a Debian GNU/Linux VM. Android VM is connected to Mallory VM through VirtualBox’s Internal Network. Mallory VM is
also connected to the Internet using NAT (or Bridged NIC) via
VirtualBox. Android VM can access the Internet only through
Mallory VM. Mallory VM will in turn perform MITM on the passing traffic.

We looked up the IMEI and serial number of our Android VM and
created the necessary rules on Mallory to replace these private data
with dummy values. By monitoring the traffic, it was clear that any
application trying to leak private information was rendered unsuccessful due to the setup of the gateway proxy.
As an example, consider Fig. 39 which shows TCP stream viewed
in Wireshark1 . At the end of this stream, we notice how this application posted the device ID vbox86tp_d0243eaa0162b345 to a remote
server. By configuring the gateway proxy to replace the device ID,
we prevent the application from tracking the user. Preventing such
leaks is feasible provided that a list of all the identifying details of
the related smart devices is prepared in advance.
7.6

solution evaluation

The proposed solution helps prevent applications from leaking private information to untrusted servers and from uniquely identifying
the user based on IMEI, email address and similar data. However, for
the system to work, the users are expected to trust the gateway proxy
and its administrators as much as they would trust the remote server
they are communicating with. Hence, we expect this solution to be
useful in the following two scenarios:
corporate network Companies are very careful about data leaking, such as employees’ business contacts. In such a network,
the corporate employees have to trust the administrators of this
gateway proxy. Although this might be unfavorable for some
1 http://www.wireshark.org/
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Figure 39: Example TCP stream that leaks the device ID to an advertisement
server

employees, trusting the company IT administrators is unavoidable. For example, most email servers give the system administrators in charge the ability to access and read the employees’ emails; however, ethics and code of conduct would prevent
them from abusing their privileges. Likewise, although the proposed solution requires an additional level of trust, we think
that it is still feasible to use.
home network A home user might implement such a solution for
his personal use and possibly share it with other family members. Similarly, trusting the administrator of the device with
one’s private information is a required condition.
This solution cannot be used when trust cannot be established, such
as public spots.
7.6.1 Advantages
• Our proposed solution can successfully block all privacy leaks
that are sent in clear text and encrypted format over HTTP and
HTTPS respectively.
• The firewall can efficiently block access to chosen IP addresses.
Alternatively, it can be configured to block access to all servers
except specific exceptions.
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• The firewall, along with the privacy leaking prevention component, runs on a separate machine and therefore does not consume the limited resources of the smart device.
• An ideal usage for this system includes a company that aims
to prevent the employees’ devices from leaking private or confidential information.
7.6.2 Limitations
• The gateway intercepts all encrypted traffic and hence it can
gain access to a variety of secret data, such as login usernames
and passwords of the users. As mentioned, this necessitates that
the users trust the gateway and the party administering it. This
solution can protect users’ privacy only if they can trust it and
its administrator(s).
• For successful MITM attacks, users must trust the certificate used
by the proxy. Currently, the most efficient way would be by importing the certificate into their devices.
• As already mentioned, this solution is not suitable, in its current form, for general spots: one reason is that users’ passwords
would be exposed, another reason is that a manual installation
of a fake certificate is necessary.
• Users cannot change system settings. If a user needs to send
private information, such as phone number or e-mail address,
to an untrusted server, the gateway administrator needs to make
the required changes. In a corporate network, a privacy policy
might be necessary to minimize such cases.
• The proposed solution blocks privacy leaks over Wi-Fi networks;
however, it cannot prevent leaks over other networks, such as
Internet over 3G or EDGE. Blocking information over cellular
networks would require a modified femtocell [29].
• The proposed solution can intercept encrypted connections using standard SSL; however, it cannot intercept or read data encrypted using a different technique, such as DES, before sending.
7.7

conclusion

In this chapter we proposed a method to prevent smart devices from
leaking uniquely identifying information by using a specially configured proxy gateway. The proxy gateway needs to launch MITM attack
against all traffic in order to monitor and modify network packets in
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real-time as deemed necessary. The aim is to replace the private data
—such as IMEI, serial number, phone number, etc.— with dummy
data to protect the privacy of the user. We setup a prototype using
Mallory proxy on a Linux gateway and confirmed the feasibility of
this solution.
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CONCLUSION

In this dissertation, we aimed to tackle some of the problems related
to protecting computers and servers, with emphasis on previously
unknown malware and exploits. Computer virtualization makes it
possible to create virtual machines with a configuration similar to
that of client computers we want to protect. Consequently, we can
open suspicious files in a VM to study their behavior (Chapter 3). Nonexecutable files can be automatically processed in an efficient manner
in order to detect malicious ones. In this dissertation we focused on
PDF files; however, this can be effectively expanded to cover other
types of non-executable files.
The ability to detect malicious files independently from antivirus
signatures means improved security for computer systems and networks. Such solution can be incorporated in any security solution
that works on the file level. However, there is a cost. Opening a file in
a VM and giving it enough time to execute any embedded malicious
code might require a couple of minutes. This time cost can be an inconvenience if real-time testing is required before the file is accessed
by a client. Improving the speed at which a file can be processed in a
restored VM will make this solution more efficient.
Similar to the approach implemented to test non-executable files
in a VM, we propose delivering incoming network packets to a virtual server before they are delivered to the intended protected server
(Chapter 6). This way we can monitor the virtual server and confirm
that it is not compromised after processing the incoming network
packet, before we allow this packet to be delivered to the intended
server. The main challenge would be related to the speed at which
a packet can be sent to a virtual server to be tested and the speed
at which the condition of the virtual server can be confirmed, i.e.
whether it was compromised. In this solution, the whole process must
be conducted within milliseconds in order to ensure that users won’t
be affected by the added delay.
In brief, a better security always requires some form of compromise;
in part of our proposed solutions, it tends to be decreased speed for
an increased security. In other words, one challenge is that any attempt to prevent a previously unknown threat would create extra
delay for the user when inspecting every accessed file in a sandbox,
or when protecting a server and the system needs to test each packet
in a virtual server environment similar to the protected one. The question remains whether users are willing to tolerate an added delay for
the sake of the gained security.

102

conclusion

On the other hand, computer virtualization can help protect personal computing systems by converting hardware security appliances
into virtual ones (Chapter 5). Our tests show that the virtualization
overhead is within acceptable limits and hence there are no serious
concerns regarding bandwidth or delay due to the use of virtual security appliances.
Solutions, such as a file-level intrusion detection system to detect
malicious files being transferred (Chapter 4) or using a virtual firewall
appliance that enforces previously configured rules, do not create any
noticeable delay. But the former can only detect with no ability to
prevent intrusions. A virtual firewall appliance, on the other hand,
can actively block unwanted connections.
Finally, some of the proposed solutions might have other types of
usages. The proposed solution to automate the analysis of sandbox
reports (Chapter 3) might be used as a first layer by an anti-virus
solution provider to detect malicious documents before it is routed
for inspection by an expert operator to create the suitable signatures.
We also use virtualization to setup a prototype and test it (Chapter 7). We setup Android OS in one VM along with a gateway proxy
in another. We aimed to monitor the traffic and modify it in real time
to prevent leaking of privacy-related information. Computer virtualization allowed us to efficiently model and test a prototype of the
proposed solution. Our approach to prevent privacy leaks from smart
devices can be extended to protect children from communicating private information, such as home address, on the Internet.
In summary, virtualization has offered us two advantages: The first
advantage is that we can process files or packets to ensure that they
are benign. The second is that we can easily and efficiently implement
security appliances such as firewalls and gateway proxies. These two
advantages create a high value for virtualization in security applications.
In order to make computer virtualization more efficient at solving
security related challenges, we need to aim at improving the speed.
In particular, it would be most helpful if a sandbox can use a VM to
process a file in negligible time. Even more demanding on the speed
level is the ability to process a packet in a virtual server to confirm
that it is benign before delivering it to the intended server. In this
case, the whole process must be performed within milliseconds to
ensure that it is unnoticeable by the user. Another helpful improvement would be the ability of the virtualization software to report on
more details regarding the actions performed and the state of the VM,
especially details that can help detect signs of malicious processes.
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Part IV
APPENDIX

A

P D F F I L E F O R M AT

a.1

“hello world” pdf file

The aim of this appendix is to overview a simple PDF file and how it
can be made malicious. The PDF file that we choose is from [4] and
it is displayed in Figure 40.

Hello World

Figure 40: PDF file showing “Hello World” (from [4])

The code for the PDF file in Figure 40 is shown in Listings 1 and 2.
In Listing 1, Line 1 defines the PDF version. The definition of the
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objects starts on line 2. In Listing 2, line 56 shows the cross references
followed by the trailer at line 67. Finally line 73 marks the end of the
file. The relationships between the objects of this PDF file are shown
in Figure 41.
Based on an example in [108], a malicious PDF file can be made malicious by modifying the first object to add /OpenAction as shown in
Listing 3 line 5. Opening this PDF file will execute the /OpenAction
8 0 R in line 5 and execute the malicious JavaScript code in object 8.
This JavaScript code defines a very large number in line 19 and uses
it in order to exploit a vulnerability in printf() as shown in line 25.
Once printf() is exploited, the shellcode defined in line 12 will be
executed.
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Listing 1: Simple PDF part 1 of 2 to display “Hello
World” (from [4])
PDF Version
Object 1: Catalog
(Document
catalog)

Object 2:
Outlines
(Outline
dictionary)

Object 3: Pages
(Page tree node)

%PDF-1.4
1 0 obj
<< /Type /Catalog
/Outlines 2 0 R
/Pages 3 0 R
>>
endobj
2 0 obj
<< /Type /Outlines
/Count 0
>>
endobj
3 0 obj
<< /Type /Pages
/Kids [4 0 R]
/Count 1
>>
endobj

1
2
3

6

10
11

16

21

Object 4: Page
(Page object)

Object 5:
Content stream

Object 6:
Procedure set
array

4 0 obj
<< /Type /Page
/Parent 3 0 R
/MediaBox [0 0 612 792]
/Contents 5 0 R
/Resources << /ProcSet 6 0 R
/Font << /F1 7 0 R >>
>>
>>
endobj
5 0 obj
<< /Length 73 >>
stream
BT
/F1 24 Tf
100 100 Td
(Hello World) Tj
ET
endstream
endobj
6 0 obj
[/PDF /Text]
endobj

23

26

31

34

36

41

45
46
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Listing 2: Simple PDF part 2 of 2 to display “Hello
World” (from [4])
Object 7: Font
(Type 1 font)

7 0 obj
<< /Type /Font
/Subtype /Type1
/Name /F1
/BaseFont /Helvetica
/Encoding /MacRomanEncoding
>>
endobj

47
48

50

55

Document cross
references

Document trailer

End of file

xref
0 8
0000000000
0000000009
0000000074
0000000120
0000000179
0000000364
0000000466
0000000496

57

65535
00000
00000
00000
00000
00000
00000
00000

f
n
n
n
n
n
n
n

trailer
<< /Size 8
/Root 1 0 R
>>
startxref
625
%%EOF

Figure 41: Organization of the PDF in Listings 1 and 2
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Listing 3: "Malicious PDF File (adapted from [108])"
%PDF-1.4
1 0 obj
<< /Type /Catalog
...
/OpenAction 8 0 R
>>
endobj
...
8 0 obj
<< /Type /Action
/S /JavaScript
/JS (var shellcode = unescape("%u00E8%u0000%u5B00%uB38D%u01
BB%u0000...");
var NOPs = unescape("%u9090");
while (NOPs.length < 0x60000)
NOPs += NOPs;
var blocks = new Array();
for (i = 0; i < 1200; i++)
blocks[i] = NOPs + shellcode;
var num = 1299999999999999999988888888888888888888888888
88888888888888888888888888888888888888888888888888888888
88888888888888888888888888888888888888888888888888888888
88888888888888888888888888888888888888888888888888888888
88888888888888888888888888888888888888888888888888888888
88888888888888888888888888;
util.printf("%45000f", num);
)
>>
endobj
...

1
2

6
7

12

13

17

20

22

26
27
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